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ABSTRACT Reproducibility is a cornerstone of good scientific practice, enabling validation of experimental
results and fostering progress by building upon prior work. The importance of reproducibility in networking
research has gained traction in recent years. Notably, the Dagstuhl beginner’s guide to reproducible
experimental networking research has provided valuable best practices for documentation, data handling, and
experiment design. However, the identification of specific networking components and aspects that prevent
experiment reproducibility has not been investigated yet. This work addresses this gap by systematically
identifying such components, constructing a taxonomy based on the findings, and proposing guidelines
to increase experiment reproducibility. For this purpose, we discuss and analyze several networking use
cases: 5G measurement experiments, Internet measurements, AI/ML-based networking experiments, and
subjective QoE studies. Through targeted experiments and a review of existing studies, we identify some
key sources of variability and discuss strategies to reduce variability and thus increase reproducibility. Our
analysis highlights the importance of clearly defining research questions and expected outcomes as they
form the foundation for assessing reproducibility. Additionally, our findings show the need for documenting
potential sources of randomness, e.g., platform-specific effects introduced by operating systems, prior to
experimental design. Minimizing unnecessary variability, e.g., by abstracting or replacing such components,
further enhances reproducibility. While not all variability can be controlled due to the inherent complexity
of networked systems, the proposed guidelines offer practical steps toward more reproducible networking
experiments.

INDEX TERMS Reproducibility, Networking, 5G, Internet, AI/ML, QoE.

I. INTRODUCTION

Reproducibility of experiments is critical for good scientific
practice. It not only allows to validate the experiments
of other researchers, but also to build on top of existing
works. Reproducibility is therefore an important topic in
all fields of science. Formally, reproducibility is defined
as a different research team repeating experiments on a
different hardware setup and obtaining the same results with
a stated precision [1]. In the context of networking, the
consideration and importance of reproducibility also gained
traction in the last years. Reproducibility for networking
experiments was therefore covered in a Dagstuhl seminar,
after which the Dagstuhl beginner’s guide to reproducible

The associate editor coordinating the review of this manuscript and

approving it for publication was Miguel Lopez-Benitez

experimental networking research had been published [1].
In this beginner’s guide Bajpai et al. mainly cover general best
practices in terms of problem formulation, documentation,
data collection, and data handling. Additionally, they discuss
how to document different experiments, e.g., simulations,
systems prototyping, real-world measurements, and human
experiments, and which software tools are recommended
in order to increase reproducibility. While their work is
highly valuable for researchers, we feel like one critical
aspect is missing, namely, the identification of the technical
components and aspects of the networking stack that actually
prevent experiment reproducibility. Prior studies have gen-
erally focused on specific tasks, e.g., TSN [2], or provided
high-level guidelines, such as the Dagstuhl report [1],
without discussing the underlying technical mechanisms.
In contrast, our work systematically identifies these technical
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components and aspects, generates a taxonomy from these
findings, and provides practical guidelines to mitigate these
limitations, with the goal of enabling reproducibility across
diverse experiments. By focusing on the technical sources of
variability, our approach offers a more detailed and actionable
framework than prior frameworks.

For our analysis, we cover four common use cases
of networking experiments in line with the Dagstuhl
beginner’s guide, namely, 5G measurement experiments
(system prototyping), Internet/local measurements (real-
world measurements), AI/ML-based networking experiments
(incorporating random numbers and stochastic processes
similar to simulations), and Quality of Experience (QoE)
experiments (including human feedback). For each use case,
we conduct simple experiments if possible or reuse existing
works, and identify the components or aspects responsible
for result variability. Afterwards, we discuss how these
components have to be adjusted to achieve reproducibility
with respect to the obtained results.

Our key contributions can be summarized as follows: We
show that physical signals, in particular in the wireless case,
must be carefully handled to obtain controllable networking
experiments whenever they are involved, e.g., by switching to
direct links, emulating signals, or strictly eliminating interfer-
ences. Otherwise, these uncontrolled variances may impact
result reproducibility. When conducting Internet measure-
ments, we experience the highest degree of variability as sev-
eral components and aspects are not controllable. To obtain
reproducible experiments, the testbed has to be adjusted
to become closed and controllable, where custom services
must replace the actual service. Considering AI/ML-based
experiments, we note that these experiments are reproducible
as long as everything is software-based, i.e., no new measure-
ments have to be performed, and fairly independent of ran-
dom seeds. Finally, we remark that even though the identified
aspects are controlled for the respective experiments, the vari-
ability of the Device Under Test (DUT) may still limit or pre-
vent reproducibility, e.g., due to background apps or unusu-
ally high CPU load, and therefore has to be strictly monitored
during experiment execution. Summarizing, we provide a
taxonomy and guideline for future researchers, which can
be used to design reproducible experiments and control
variances introduced by networking components.

This work is structured as follows: In Section II, we first
discuss related work. Afterwards, we discuss the use cases
in a bottom-up fashion, starting with 5G networking exper-
iments on physical layer (Section III), followed by Internet
measurements (Section I'V), before we conclude with AI/ML-
based networking experiments (Section V). We summarize
our findings in Section VII, where we also establish a
taxonomy as guideline for future networking experiments,
before we conclude in Section VIII.

Il. RELATED WORK
A multitude of definitions for reproducibility exist in
research, e.g., by ACM [3], [4] or by the National Academies
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of Science [5]. In this work, we reuse the definition of repro-
ducibility according to the Dagstuhl beginner’s guide [1],
in which repeatability, replicability, and reproducibility are
defined as follows:

Repeatability: The experiment can be reliably repeated by
the same researcher to produce the same results (same team,
same experimental setup).

Replicability: An experiment can be reliably repeated
by a researcher reusing the experiment setup of another
researcher to produce the same results (different team, same
experimental setup).

Reproducibility: The same results can be obtained for a
different experiment setup and under different conditions
by an independent researcher (different team, different
experimental setup).

Note that the definitions of replicability and reproducibility
have been exchanged in 2020 in [3] and in [4], leading to
general confusion about the two definitions. In this work,
we adopt the old definition [4], stated above and also used
by the Dagstuhl’s beginner guide [1]. Further, the definitions
lack clarity on what same and different experimental setup
actually means and at which point a technical setup can
be considered the same, e.g., does a slightly different CPU
qualify as a different setup even though all remaining
components are identical? These ambiguities remain open
questions in literature.

In this work, we further focus on the perspective of repro-
ducing results rather than methodologies. This means that
necessary tools are provided for the experiment, eliminating
the need to rebuild tools from scratch based on scientific
papers, and only experiment results are expected to be
reproduced.

Different works have addressed the quantification of the
degree of reproducibility. Some works assign reproducibility
scores according to specific, pre-defined criteria, e.g., how
well are method, data, and experiment documented in
an Al paper [6] or how well are dataset, experiment
design, and evaluation aspects of a web measurement study
documented [7]. Similarly, Cimiano et al. [8] define five
levels of analytical reproducibility:

1) No data or software is available.

2) Data and code are available, but results can not be
reproduced based on these artifacts.

3) Data and code are available and results are generally
reproducible, but reproducibility is limited due to the
requirement of commercial or proprietary software,
uncommon data formats, or the requirement of guid-
ance by original researchers.

4) The results are fully reproducible without any addi-
tional requirements.

5) The results are fully reproducible over a long period of
time, i.e., sustainable reproducibility.

Several frameworks aim to ease networking experi-
mentation and improve reproducibility. WalT [9] targets
wireless networks and leverages low-cost hardware and
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Docker to enable customizable and shareable experiments
across diverse scenarios. In contrast, the plain orchestrating
service (pos) [10] is mostly used for wired networks and
provides a fully scripted workflow and comprehensive
documentation to ease recreation of experiments. Similarly,
EnGINE [2], [11] supports wired, time-sensitive networking
(TSN) experiments, using commercial off-the-shelf hardware
and Ansible-based orchestration to evaluate TSN topologies
and configurations in the context of vehicular networking.

Reproducibility has also been studied extensively in
web measurements. Demir et al. [7], [12] show that even
minor differences in experimental setups can prevent repro-
ducibility and that identical setups may still yield non-
repeatable results, often due to third-party web content
beyond researchers’ control. In a similar line of research,
Hantke et al. [13] demonstrate that web archive-based mea-
surements can improve reproducibility compared to live
measurements, but with certain limitations.

Ill. USE CASE: 5G EXPERIMENTS

In the first use case, we consider two distinct, but similar 5G
campus networks, located at the Norwegian University of Sci-
ence and Technology (NTNU) and University of Wiirzburg
(UWUE), with comparable but not identical hardware as
described in Table 1 [14]. We thus focus on reproducibility
of network performance on physical layer between testbeds.
For this purpose, we conduct measurements in both sites,
in which we collect network KPIs like throughput and
one-way delay for measurements between an application
and different gNodeB (gNB) implementations (SRS, OAI).
We analyze mean uplink and downlink throughput for the
gNB implementations in Table 2 with different downlink
to uplink ratios. For UWUE, we investigated two setups
with different elevations between gNB and UE (1 for
elevated gNB and 2 for identical elevations). The table
highlights mean throughput and 95% confidence intervals,
with green indicating overlapping intervals and red marking
statistically significant differences. The findings reveal
notable performance differences between gNB implemen-
tations across testbeds, despite identical configurations and
dedicated frequency bands. Unaccounted variables, such as
environmental factors or interference with other radio signals,
likely contributed to these variations. While the small sample
size of scenarios may seem to limit generalizability here, the
reported confidence intervals already provide strong evidence
of poor reproducibility. These findings are further supported
by subsequent studies independently confirming them.

TABLE 1. Testbed hardware setup.

NTNU UWUE
gNB/UE Host | Intel Core i7-6700 | AMD Ryzen 7 3700X
SDR USRP B210; UHD Version 4.0

¢NB Version OAI: v2.1.0 (9fab212441)
SRS: 24.04.0 (c33cacbaT)
Quectel RM520N-GL

3600-3640 MHz

Modem
Frequency
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An observed reason for variability in the setup was the
physical environment in which testing occurs. For example,
the distance between UE and gNB seems to have led to signal
attenuation, resulting in variations in throughput, latency,
or other measurements. Further, we have seen in the UWUE
setup that moving the gNB onto the same level as the UE
results in a significant uplink speed increase by about 600%
(scenarios 1 and 2). We further assume that walls, furniture,
or other physical barriers additionally degraded the signal
quality. All these effects thus need to be taken into account
during measurements, as they are inherently variable across
different testbeds and not entirely avoidable.

The actual load of the DUT (UE/gNB) may also affect
performance. For instance, if the UE is handling additional
applications or background processes during testing, this
could influence its responsiveness or network throughput.
Similarly, fluctuations in the load on the RAN, such as
concurrent connections or system resource utilization, can
introduce variability in test results, making it challenging to
isolate and measure specific performance parameters.

Another reason for differences may be the fact that present
cross-traffic is not comparable between the two testbeds.
Such cross-traffic or interferences may include signals from
neighboring wireless networks, devices operating on the
same frequency bands, or even electromagnetic interference
from non-communication equipment. Cross-traffic is often
uncontrollable and can thus affect the study outcome, leading
to inconsistencies in the measured performance. This factor
emphasizes the importance of minimizing cross-traffic or
testing in a controlled environment.

As previously discussed, the positioning of the gNB
relative to the UE can significantly affect performance.
Therefore, it is important to find the optimal settings of
all relevant testbed parameters. Each testbed has unique
characteristics, such as hardware configurations, antenna
placements, and propagation conditions. Thus, achieving
optimal performance often requires testbed-specific calibra-
tion. Experts in the field usually solve this problem with
a binary search to fine-tune the dBm settings for the best
performance. Identical configurations may thus not yield
comparable results in different setups, providing another
source of variability and limiting reproducibility.

Finally, external environmental conditions, such as temper-
ature, humidity, and the presence of people, can theoretically
affect network performance. However, these factors are
often difficult to control, especially in real-world testing
environments, further contributing to variability.

IV. USE CASE: LOCAL/INTERNET MEASUREMENTS

In this use case, we consider network measurements,
which may involve the Internet and its services. As rep-
resentative scenarios for such measurements, we consider
simple network-only ping measurements, file download, and
video service measurements, comprising both network and
application layer metrics. From an abstract point of view,
these use cases contain three stakeholders: a client, which
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TABLE 2. Comparison of Mean Throughput and 95% confidence interval for 20 MHz in both testbeds for OAI and SRS. Two physical layouts for UWUE

testbed [14].

initiates the pings, the file downloads, or the video playback,
a server, which corresponds to the provider of the respective
service, and the network, which corresponds to the end-to-
end path between client and server, optionally routed through
the Internet. We restrict the experiments to a local testbed
only, i.e., without relying on the Internet. The implications
of Internet measurements along with additional sources of
variability are thus not covered in these experiments, but are
discussed later in this section.

Client Switch Server
[--- ]
e % ==
docker — —
Linux PC «Ping Server

e T

Linux PC 2/ Raspberry Pi 4 . File Server
/ .

- &

docker

w

MacBook Air DASH Server

FIGURE 1. Local testbed for experiments.

A. EXPERIMENTS

Our experiment setup is depicted in Fig. 1 and consists of
three client devices, namely, a Linux PC (AMD Ryzen 7
3700X, x86, Kubuntu 24.04), a second Linux PC (Intel Core
17-8700, x86, Ubuntu 24.04), and a MacBook (MacBook Air
Apple M1 Chip, arm64, macOS 14.5 Sonoma), a switch,
and a server, here a Raspberry Pi 4a. The client devices
are connected via Ethernet to a single switch, which is
again connected via Ethernet to our server, a Raspberry Pi
4a. The client devices are isolated during the experiments,
with only one device active per experiment, ensuring the
absence of cross-traffic. We run each experiment on the
client device either in a non-virtualized environment (gray
path) or within a virtualized setup using Docker (blue
path). To hopefully ensure reproducibility in the virtualized
environment, we use a consistent Dockerfile for the different
devices. We use tcpdump to capture all traffic on the client’s
Ethernet interface. For the DASH experiments, we use Linux
traffic control! on the server’s outgoing Ethernet interface to
emulate maximum bandwidth limits.

1 https://man7.org/linux/man-pages/man8/tc.8.html
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. DL (Mbps UL (Mbps
gNB | Ratio NTNU (UWU)E M, @ NTNU (UWU)E M, @
1:1 42.81+1.03 42.33+1.34 42.87+1.04 8.96+3.90 3.30+0.70 18.0542.23
SRS [ 21 | 55645043 | 55.7750.52 | 55.5400.40 | 5.04£2.72 | 3.2520.42 | 17.21£1.61
4:1 59.864+3.50 60.624+3.85 60.0243.52 5.94+3.14 2.11+0.42 13.98+0.10
T:1 | 42.2020.84 | 39.12E1.97 | 38.37E£1.83 | 11311412 | 11.6644.16 | 9511331
OAI 2:1 55.104+4.21 19.66+3.68 19.51+4.04 8.47+1.29 7.80+1.11 7.17+1.11
1 | 39.25E1.13 | 36.42E1.24 | 35.8720.80 | 8.0510.07 | 7.00L0.08 | 7.1350.10
2.5

Non-virtualized
1 ZZ4 Virtualized (Docker) ?

- ]] II
0.0-
PC PC2

FIGURE 2. Results for ping measurements.
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1) PING MEASUREMENTS

In this experiment, we perform simple ping measurements
between client and server. We perform 10 measurement runs
for each device (non-virtualized or virtualized), and each
measurement consists of 30 subsequent pings. We depict
the response times for the ping measurements for the non-
virtualized environment and the dockerized environment in
Fig. 2. The x-axis denotes the client devices, the y-axis the
response time, and the bars depict the mean and the error bars
the 95% confidence interval across the 300 pings (10 runs
with 30 pings) for each scenario. The results show similar
response times for the non-virtualized environment across the
three devices, which comes as expected. If these ping mea-
surements can be considered reproducible, however, depends
on the formulated research question and its defined tolerance.
If a research question investigates whether response times
stay below 1 ms (high tolerance) across different setups, the
measurements are reproducible. In contrast, if the research
question investigates whether the obtained response times
across measurement setups differ no more than 0.05 ms
(low tolerance), the results from the measurements are not
reproducible. Subsequently, it is critical to formulate precise
research questions. In contrast to the non-virtualized setting,
we observe significant differences between the MacBook
(MAC) and the Linux devices in the virtualized setting,
and also between the behavior of the MacBook in the non-
virtualized and virtualized environment.

The primary difference lies in how Docker interacts
with the host operating system [15]. On Linux, Docker
runs natively, sharing the host kernel, whereas on macOS,
it requires a Linux virtual machine (VM) to host the
Docker engine and run containers, a capability provided
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by Apple’s Virtualization Framework. Networking between
the host and container is also handled differently across
operating systems. On Linux, the host kernel manages
networking directly using virtual interfaces and namespaces,
while on macOS a Docker-specific background service acts
as a network proxy between the Linux VM and the host,
forwarding traffic and performing NAT. These additional
virtualization and proxying layers can introduce latency,
likely contributing to observed performance differences here.
Similar issues can be expected when comparing Linux and
Windows, as Windows also requires a Linux VM provided
via Hyper-V or WSL2.

EN
o

w
a o O

o
o

o

=71 Non-virtualized
1 LZZ) Virtualized (Docker)

o
o -

o

o o
o
- o - =

Download Duration [s]
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o

R

PC PC2
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>
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FIGURE 3. Download durations for file download.

2) FILE DOWNLOADS

This experiment consists of the client device downloading
a video file of 240 MB from the HTTP file server with
the Linux tool wget”> and a maximum available band-
width of 100 Mbps. In this experiment, we also perform
10 iterations for each device. Fig. 3 depicts the observed
download durations for each client device in the non-
virtualized and virtualized environment. Similar to the ping
measurements, we observe reproducible results in the non-
virtualized environment across devices, while the results
differ between the devices in the virtualized environment.
Again, these differences can be attributed to the negative
impact of Docker, implying that the use of Docker images
alone is not sufficient to create reproducible results. For the
network layer, we show the observed mean packet sizes and
inter-arrival times for uplink and downlink along with the
95% confidence intervals in form of error bars in Fig. 4. The
figure shows that the highly similar devices PC and PC2
also perform highly similar in terms of network behavior,
yielding almost identical similar packet sizes and inter-arrival
sizes for both uplink and downlink. In contrast, the device
MAC used significantly lower downlink and uplink inter-
arrival times and also lower packet sizes. Summarizing, while
the download durations were reproducible across all devices
in the non-virtualized environment, it does not guarantee
the reproducibility of network-layer metrics. Since PC and
PC2 utilize a x64 CPU architecture with a Linux OS
and the MAC utilizes a arm64 architecture with macOS,

2https://www. gnu.org/software/wget
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we attribute the observed differences on network layer to CPU
architecture and operating system. Indeed, when analyzing
the OS settings of TCP, which HTTP relies on, we can observe
differences between PC and MAC, potentially leading to such
discrepancies. As a consequence, it is necessary to accurately
document the used CPU and OS. Further, the research
question should be clearly defined to clarify if network
behavior is of actual interest in terms of reproducibility or if
application-layer metrics are sufficient for example for QoE
experiments.

3) DASH

In this experiment, we prepare a DASH video along with a
manifest on our HTTP server. We use the Big Buck Bunny
video® with a framerate of 30 FPS and 9 different bitrates
ranging from 200 kbit (video resolution of 180p) to 8000 kbit
(video resolution of 1080p). On client side, the devices
utilize the dash.js player* to stream the video from the server
by requesting the corresponding DASH manifest. To log
application layer metrics, e.g., stalling events, video quality,
and video buffer, we integrate callbacks into the video player
to periodically poll these metrics in one second intervals and
write them to a file. In the DASH experiments, we limit the
maximum available bandwidth per device to either 1 Mbps,
2 Mbps, or 5 Mbps. Again, we repeat all experiments, i.e.,
an experiment settings consisting the used of the used device
and the set bandwidth limit, 10 times.

We report the application-layer metrics mean video
resolution (in pixels) and the mean video buffer (in seconds)
along with the network-layer metrics mean downlink and
uplink packet inter-arrival times for the non-virtualized
setting in Fig. 5. Here, the x-axis denotes the maximum
bandwidth, the y-axis denotes the corresponding metrics,
and the bars are colored according the used devices and
represent the mean value along with the observed standard
deviation across the 10 measurement runs in form of error
bars. For the video resolution (cf. Fig. 5), we observe similar
results across devices and maximum bandwidths, indicating
reproducibility. However, if we investigate the video buffer
behavior, we can again see differences between PCs and
MAC, as the mean buffer of the MAC is generally lower than
for the PCs, highlighting differences in the network behavior.
In contrast to the file download scenario, the downlink packet
inter-arrival times look rather identical for all devices this
time, and the actual differences between PCs and MAC arise
from the uplink packet inter-arrival times, where the PCs
behave reproducibly, but the MAC behaves differently.

Note that we do not conduct the same experiment in the
virtualized environment for the MAC as browser dependen-
cies led to problems between x64 and arm64 devices. Google
Chrome, used to access the video page, is only supported for
x64 devices, thereby leading to problems of running the same
Dockerfile. However, when utilizing the same Dockerfile

3https://dash.akamaized.netjakamai/bbb_30fps/
4https ://dashjs.org/
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FIGURE 4. Network behavior for file download.
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FIGURE 5. Application and network behavior for DASH (non-virtualized).

between the PCs, we observed reproducible results. Never-
theless, our experiments show that it is important to keep CPU
architecture and OS in mind when designing reproducible
experiments as these factors can severely affect experiment
outcomes, let alone the replicability of the methodology.
Virtualization (with Docker) is not sufficient to circumvent
such problems. As a final remark, it is again important
to clarify the actual research question and which metric is
supposed to be reproduced. If our goal had been to reproduce
the played out video quality, our experiments would have
been reproducible. If the goal had been the reproducibility
of buffer behavior, however, our experiments would not have
been reproducible across all devices.

B. OTHER REASONS FOR VARIABILITY

In the following, we discuss additional potential reasons
for variability in measurements. While this list is likely
not complete, it can be used as starting point to increase
reproducibility in networking measurement experiments.

1) DEVICE VARIABILITY
Device variability refers to inconsistencies in the nodes
responsible for monitoring or controlling network traffic.
When using tools like tcpdump for packet capturing, packets
may be dropped due to buffer overflow, particularly when
the system is under heavy load. These losses may introduce
inaccuracies in capturing the actual traffic patterns. Addition-
ally, variability in the hardware or software configurations
of these nodes, such as TCP settings, CPU load, or memory
utilization, can affect performance and reliability of such
tools.

Considering experiments, where control nodes manage
interactions with devices under test (DUT), variability can
arise from several sources. For instance, if the control PC

54058

0.0005 0.0035

0.0030 Non-virtualized
0.0004 : PZ2 Virtualized (Docker) 7
7 7 0.0025
< / < /
& 0.0002 / § 00015 %
2 / = 00010 %
0.0001{ Eal Non-virtualized 56 / /
ZZ2 Virtualized (Docker) B / 0.0005 — /
0.0000 J-T_—_r——’”ré— 0.0000 rel
PC PC2 MAC PC PC2 MAC

(c) Downlink packet IAT. (d) Uplink packet IAT.

0.030

0.030

o o o o
o o g9 g
2 2 8 R®
S & © o
e 9
9 9
8 B
3 &

Mean Downlink IAT
Mean Uplink IAT
o o
2 2
> o

14
=)
S
&

o o
2 g9
s S
s &

0.000
1 Mbps 2 Mbps 5 Mbps 1 Mbps 2 Mbps 5 Mbps

(c¢) Downlink packet IAT. (d) Uplink packet IAT.

is running multiple tasks simultaneously, delays in issuing
commands like those via Android Debug Bridge (ADB) can
occur for experiments where app performance is measured.
Another problem may be the quality of the USB cable
used to connect devices, where poor quality may introduce
connectivity issues, leading to unreliable control over the
DUT. Such factors can create unpredictable delays and affect
the accuracy of measurements or test outcomes.

The DUT itself can also exhibit variability due to the
impact of background applications running on the DUT.
Such background applications may generate additional noise
by consuming resources like CPU, memory, or network
bandwidth. Subsequently, the performance and behavior of
the targeted application, e.g., DASH, may be affected.

Similarly, virtualization can negatively affect experi-
ment reproducibility, as CPU, memory, and I/O resources
are often shared across process through namespaces and
cgroups. Resulting resource contention and scheduling
variability can lead to unpredictable performance, i.e.,
inconsistent network throughput and latency. Moreover,
virtualization abstracts hardware details, potentially hiding
critical system differences that affect results. Variations
across operating systems and virtualization platforms further
contribute to inconsistent behavior, ultimately reducing
reproducibility.

2) WIRELESS COMMUNICATION AND INTERFERENCE

As we have already seen in the 5G experiments, signal
interference may introduce additional experiment variability
due to the shared nature of the medium. Signal interfer-
ence from other devices operating in the same frequency
band (e.g., Wi-Fi, Bluetooth, or IoT devices) can degrade
performance. Sometimes, wireless protocols also adapt to
network conditions, adding another layer of complexity to the
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consistency of measurements. It is thus generally preferable
to use wired connections if possible.

3) IMPLICATIONS OF INTERNET MEASUREMENTS

Internet measurements are subject to variability along the
end-to-end path, as each device and network segment
may introduce delays, jitter, or packet loss. Congestion at
intermediate nodes, variations in routing paths, or differences
in the performance of ISP networks can further affect
the measurements. In distributed systems, these challenges
become more complex as measurements must account for
other traffic across multiple locations and differing network
conditions.

4) CLOSED-BOX SERVICE BEHAVIOR

The behavior of online services being tested often depends
on proprietary factors fully withheld from the researcher.
For example, adaptive bitrate (ABR) algorithms in video
streaming services can change dynamically based on per-
ceived network conditions, making it challenging to predict
and replicate service behavior. We want to remark that the
verb replicate does not necessarily indicate replicability but
only that the methodology is imitated. A/B testing, where
services test different versions, introduces further variability
as the results observed for one version may differ to the next
version.

Another problem with closed-box services is the problem
that content may change over time, leading to different data
formats. For example, streaming platforms may update their
encoding techniques, such as switching from H.264 to AV 1,
which can have significant impacts on network resource
usage. These changes may occur without warning. Thus,
when measuring closed-box services, the measurements
always take a snapshot of the current system only, and
are usually not comparable across time and thus often not
reproducible.

Some apps, e.g., YouTube [16], may utilize historical
information from previous sessions to reduce the network
burden, but this may leave residual data or settings that
impact subsequent tests. Such residual data may lead to
inconsistencies in measurements. To reduce these effects,
it is thus necessary to properly clean or isolate test setups to
enhance reproducibility.

V. USE CASE: Al/ML-BASED EXPERIMENTS

In this use case, we consider the common AI/ML-based
networking tasks anomaly detection and resource allocation
as examples.

Usually, anomaly detection is treated as a classification
task. The goal of a classification task is to infer the categorical
target variable y, e.g., the type of intrusion attack, from a set
of features X, e.g., network-layer features. In the supervised
setting, the features X; and the corresponding labels y; are fed
to the model so that it is able to learn the relationship between
features and labels. In inference, the model then predicts the
unseen labels y from the monitored features X.
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Resource allocation is a common reinforcement learning
task, where the goal is to allocate the limited bandwidth
resources to the end-devices in a network such that the
network performance is optimized. The optimization target
can be any arbitrary metric, e.g., channel utilization, number
of supported end-devices, or users’ QoE. With reinforcement
learning, an agent performs an action in every step, e.g.,
increase or decrease the amount of resources for an end-
device, and obtains a reward for the performed action. The
agent then tries to learn a policy, which optimizes the total
obtained reward. The policy directly decides which action the
agent has to take in which state.

Even though supervised learning (SL) and reinforcement
learning (RL) seem on the first glance rather unrelated,
we show that both methodologies share all properties when it
comes to reproducibility. In particular, both tasks are purely
software-based, i.e., by default the methodology is easier
to replicate and results are easier to reproduce than for
hardware-based networking experiments.

For the AI/ML use case, we identify two main reasons for
variability and thus for limited reproducibility, namely, data
variability and inherent randomness of models, GPUs, and
training procedure.

1) DATA VARIABILITY

Most data variability stems from the training data source.
Independent of SL and RL, if live data is used for model
training, reproducing those results with a new model is
highly difficult to impossible. For the sake of reproducibility,
training data, even when sourced from a live system, needs
to be captured as a dataset and the dataset needs to be made
available to allow reproducible model training. A proper ML
methodology for both SL and RL requires a randomized split
of the dataset into training, validation, and test set. While the
training set is supposed to be used for model training only
and consists of 70-80% of the data, the optional validation
set (10-15% of the data) evaluates the model performance
on different data over the course of the training. The test
set (10-15% of the data) simulates an unknown dataset and
its evaluation essentially quantifies model generalizability.
Experiment results should thus be reported on the test dataset,
but the model should be fitted towards training and validation
set. A problem with reproducibility may now emerge when
these dataset splits are not available to other researchers.
Different test dataset splits may exhibit different properties,
i.e., a different target distribution or different scales, and may
thus lead to different results than in the original experiment.
It is therefore fundamental to maintain the test dataset
identical across experiments.

Different dataset splits also affect preprocessing steps and
data transformations like standard scaling. Scalers are usually
fitted on the training set only, and the fitted scalers are
simply applied to the validation and test sets to transform the
respective dataset. As the scaling depends on the train dataset
only, wrong dataset splits might lead to a different scaling
due to potential outliers and thus different results. Further,
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specific neural network layers like Batch Normalization are
generally tuned in training mode and then fixed in inference
mode, i.e., these layers perform differently between training
mode and inference mode. Training on different data than
in the original experiment may therefore already lead to a
different outcome.

To foster reproducibility in AI/ML-based networking
experiments, the dataset splits thus always have to be made
available along with the research paper, or at least the random
seed used for splitting the data (for example in Python) has to
be reported. Indeed, the Python interpreter shows consistent
behavior across different hardware when a random seed is
set. Currently, the unavailability of these dataset splits is a
fundamental problem in advancing AI/ML-based networking
experiments as it does not allow proper comparisons between
different research works.

2) RANDOMNESS

Specific ML models possess inherent randomness. A good
example for this are Random Forests, which randomly sample
subsets of the training data, then train a decision tree for each
of these subsets, and let the majority vote decide the outcome.
Another example is the layer weight initialization of neural
networks. For each layer containing weights, the weights
are randomly initialized during model setup according to the
selected layer weight initialization technique, e.g., random
normal or random uniform. However, we want to emphasize
that this randomness is inherent part of the models and
should therefore lead to a similar outcome independent of
the random seed. To counteract this randomness, which also
prevents repeatability, it is therefore reasonable to conduct
the experiment several times with different random seeds as
the reproduced results should be on average similar compared
to the original results. To obtain reproducible results though,
setting the random seeds of the models and utilized toolkits is
sufficient, e.g., SciKit-Learn provides a random state feature
and Tensorflow/Keras also provides utilities to set random
seeds [17].

Another source of randomness in AI/ML is hardware
variability, particularly in GPU computations. GPUs can
introduce small variations due to parallel execution and
hardware-level optimizations [18], [19]. For example, the
order of floating-point operations may differ between runs
as threads complete asynchronously, and GPU libraries
like cuDNN use optimized operations that are not always
deterministic. While these variations are typically minor,
they can affect reproducibility. However, frameworks like
PyTorch and TensorFlow provide deterministic flags to
enforce deterministic operations, mitigating the impact of
GPU non-determinism.

Aligned with this discussion is the randomness introduced
by the training data input pipeline. Models relying on gradient
descent require randomness to converge. As a consequence,
the data batches and the order of the data batches fed to the
model during training are randomized, which however should
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not affect reproducibility, when considering the performance
on average or training long enough. Nevertheless, setting
random seeds in the toolkits should also provide repeatability
and thus reproducibility.

While all previous aspects matched both SL and RL,
RL adds the additional randomness of exploration and
exploitation when the agent selects the next action, e.g.,
increasing resources for node A. In RL, agents randomly
decide whether they follow the currently learned policy and
select the best action (exploitation) or whether they randomly
select one of the available actions (exploration). In line with
the previous comments, obtained model performance should
be on average similar to the model performance obtained
in the original experiments, even if repeatability of the
methodology is not given.

Summarizing, we note that supplying the used dataset
splits in AI/ML-based networking experiments is funda-
mental to allow reproducibility as it may affect test set
performance due to different samples or different scaling.
Further, we observe that randomness in AI/ML mostly
affects repeatability and that the stochastic nature of AI/ML
algorithms and differences in numerical precision always
lead to slightly different converged models. Nevertheless,
when performing multiple training rounds, the obtained
performance should be on average similar to the results
obtained with the original model. To achieve repeatability and
subsequently also reproducibility and replicability, existing
models and toolkits also provide random state (seed) settings.
Using these seeds, the Python interpreter causes consistent
behavior across different hardware.

V1. USE CASE: SUBJECTIVE QOE STUDIES

In the following use case, we consider adaptive video QoE
crowdsourcing studies, i.e., unknown users participate over
a platform in a study, watch an adaptive video stream, and
evaluate the subjectively perceived quality of the stream, i.e.,
Quality of Experience (QoE) [20]. These video streams are
generally somehow modified such that they exhibit specific
patterns in the video content, e.g., different video quality
levels, quality switches, or stalling [21]. These emerging
patterns then correspond to the stimuli. These modifications
are usually either based on network traffic shaping or on
custom video preparation. In the first case, network traffic is
shaped in a way to force the desired stimuli, e.g., a bandwidth
of 500 kbps to receive a video stream of low quality or force
a stalling event. In contrast, in the second case, we would
prepare the video source directly such that it is encoded in
a low video quality and contains an emulated stalling event,
which is then served to the participant. Participants then
watch the served video unaware of any modifications and
provide feedback, i.e., ratings, on the quality of the video
streams. We emphasize that there is a technical and a human
perspective, which may be cause for variability and thus
affect reproducibility. The technical perspective includes the
technical setup like end-devices, server, and the network,
while the human perspective includes demographical and
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psychological influence factors, e.g., age of participants,
technical skills, mood or interest in study, time of day,
or social factors.

First, we identify reasons for variability from the technical
perspective, one for stimuli preparation and one for DUT
variability. For the human perspective, we state that the
human subject is simply another DUT, but that we cannot
properly control it nor describe it due to unmeasurable factors
(priors).

Preparing the study content beforehand, should be the
preferred way of conducting crowdsourcing QoE studies
to achieve reproducibility. We assume that network traffic
shaping does not necessarily replicate the exact video stimuli
for each participant. Subsequently, different stimuli between
the original and the replicated study may result in different
results and thus no result reproducibility, even though the
methodology has been replicated.

Another reason for variability may be again the load on
an end-device, e.g., caused by background apps or generally
high CPU usage. This may affect the playback of the streamed
video. In crowdsourcing studies, participant’s end-devices are
not controlled.

Summarizing, we observe that in crowdsourced QoE
studies the modification and preparation of the actual
stimuli plays a fundamental role in increasing reproducibility.
We further observed that the use of different end-devices,
e.g., caused by crowdsourcing, may also limit reproducibility
as stimuli are differently perceived. Conversely, laboratory-
based QoE studies offer significantly greater experimental
control, thereby likely ensuring higher reproducibility, but
typically involve fewer participants, limiting statistical sig-
nificance and generalizability. This raises an important
conceptual question: should reproducibility be prioritized
over statistical significance, or vice versa? In other words,
should reproducibility be understood as the ease of repro-
ducing results under controlled experiment conditions, or as
the consistency of findings across a broader range of
(uncontrolled) variables. We argue that this reproducibility-
generalizability trade-off can guide researchers in defining
precise research questions that clarify which aspect of
reproducibility is most important for a given study.

Finally, the human perspective often also plays a signifi-
cant role in the study outcome. A key challenge is that the
research team cannot control which specific aspects, such
as demographic or psychological factors, participants will
adhere to. Recruiting participants for laboratory studies is
typically difficult, and finding a group for the reproducibility
study that matches the characteristics of the participants
in the original study is nearly impossible. An increase in
the population size of the participants in both studies may
resolve this issue by balancing out the different factors,
e.g., using crowdsourcing. To mitigate such challenges
in crowdsourcing studies, best practices should thus be
followed [22], [23], [24]. In particular, context monitor-
ing, including demographic background, user impairments,
and system-level factors such as end-device hardware
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and software, is required for assessing reproducibility
reliably.

VII. LESSONS LEARNED

A. SUMMARY

In our real-world 5G use case, we have observed the impor-
tance of documenting and controlling a variety of factors
that contribute to result variability and thus reproducibility.
This includes not only hardware setup and configuration but
also environmental conditions, testbed-specific calibration,
and system loads.

For the Internet measurement use case, we have again
emphasized the requirement of careful documentation and
control of influence variables like OS, device architecture,
and network behavior. We further observed that even
virtualization techniques like Docker, replicating the OS, are
no guarantee for reproducibility, especially when differences
in CPU architecture or OS settings may affect the result
outcomes. We have discussed that additional variability
from wireless interference, device load, and environmental
factors must be accounted for in experimental design. Finally,
the integration of the Internet and Internet-based services
adds another layer of variance due to network and ser-
vice variability, making reproducibility even more difficult.
However, it is also important to state that reproducibility
in this use case strongly depended on the research question
and target variables. While most application-layer metrics
like download duration or video resolution in DASH were
reproducible across measurements and devices, network-
layer metrics were much harder to reproduce.

For the third use case, AI/ML networking experiments,
we have discussed how data variability and inherent random-
ness may affect reproducibility and how such experiments
are mostly software-based. The major issue with this type
of experiment is to achieve transparency. This means that
it is essential to document the exact dataset splits, random
seeds, and the training process, such that other teams can
reuse artifacts or configure their experiments in an identical
fashion. The achieved transparency along with a sufficient
number of experiment iterations enables reproducibility.

Finally, in the QoE use case, we have discussed how
both technical and human factors may affect reproducibility
of QoE experiments. We highlighted the trade-off between
reproducibility and statistical significance, introduced by the
differences between laboratory studies, with lower generaliz-
ability and higher reproducibility, and crowdsourcing studies,
with higher generalizability and lower experimental control
and thus potentially lower reproducibility. Applying the
best practices established in crowdsourcing studies, however,
might help to improve the reliability of such studies while
preserving statistical strength.

Summarizing, it is crucial to understand and address
the diverse sources of variability and formulate a proper
research question for designing robust reproducible experi-
ments. Thorough documentation of testbed setups, systematic
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FIGURE 6. Taxonomy for reproducible networking experiments.

variable isolation through means of emulation, and the use
of statistical methods to address randomness can reduce the
impact of these factors on reproducibility.

B. TAXONOMY AND GUIDELINES
We provide a simple taxonomy for reproducible networking
experiments in Figure 6, where we summarize the different
aspects relevant for networking experiments along with some
examples, which should be kept in mind, when targeting
reproducible networking experiments. Notably, we also
outline hidden influence factors, capturing unknown or
unobserved variables that are not part of the other aspects.
The major cause for irreproducible results is the inherent
variability of these components, as shown throughout this
work. To reduce this variability and subsequently increase
reproducibility, several steps have to be performed. First,
it is important to identify the components of high variability
directly affecting reproducibility for the considered use
case/experiment in dependency of the research question,
e.g., physical link or interferences in 5G experiments,
closed-box service dependency in video streaming QoE
measurements, or hardware randomness in ML experiments.
Afterwards, these irreproducible components could be iso-
lated or replaced with reproducible components by utilizing
abstracted components based on the given requirements, e.g.,
replacing the physical link in a 5G network with a radio
channel emulation tool. However, such substitutions are not
always possible, particularly when experiments include real
users or real-world applications. Generally, the variability
decreases with increasing abstraction, i.e., the degree of
variability is the highest for measuring a real-world system
and the lowest for using a fully controllable simulation or
model. Finally, documenting every setting, storing experi-
ment artifacts, data, and results, and providing these to other
researchers is also fundamental for reproducible networking
experiments. It should be further encouraged to provide
entire experiment system snapshots. However, as we have
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observed during our experiments, using tools like Docker
may introduce additional challenges, as Docker utilizes the
host kernel under the hood.

The proposed guidelines are thus intended as directional
guidance rather than providing a solution for every possible
scenario. In particular, in networking it is difficult to
identify and account for all relevant factors that might affect
reproducibility. Our study covers only a limited set of use
cases, and generalizing to other contexts may miss important
factors influencing the outcome. Thus, the guidelines should
be applied carefully with respect to the context and may
require additional adjustments for the experimental settings.

C. GENERAL WORKFLOW

Given the broad range of reproducibility experiments in
networking, differing for example in objectives, experimental
setups, and evaluation metrics, it is impossible to provide a
unified workflow covering all possible scenarios. We thus
focus on the most common use case: evaluating result
reproducibility by replicating the original testbed and con-
ducting statistical comparisons between the measurements
obtained from the original and replicated setup. Figure 7
illustrates how the proposed taxonomy guides the workflow
of reproducible networking experiments in this context.

Consider an initial experiment conducted by research
team A, which produces network measurements X using its
testbed. Depending on the research question, an arbitrary
function f is applied to X to obtain the final result X. This
function f may represent a simple statistic, e.g., mean or
variance, the identity function, i.e., the entire distribution of
measurement values, or a more complex model fitted to the
data.

We identify three motivations why research team B may
aim to reproduce team A’s results. Thus, we focus on
results reproducibility here. First, team B may question
the validity of the results, particularly if they contradict
their own hypotheses, and thus want to verify the results’
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correctness. Second, team B may be interested in deriving
another variable using team A’s replicated testbed but must
first validate the correctness of their testbed implementation
by comparing their results against team A’s findings for
the same experiment. Third, team B may aim to perform
data augmentation to enable large-scale experiments, e.g.,
machine learning experiments, based on an extended dataset.

Independent of the underlying motivation, the workflow
remains the same. Team B uses all available documentation,
dataset, source code, and other artifacts to rebuild team
A’s testbed, and obtain new measurements Y. Analogous
to team A, team B applies the same function f to obtain
the final result Y. Reproducibility is then assessed by
comparing Y with X and evaluating the agreement with
respect to the research question, either qualitatively or using
statistical measures. If simple summary statistics like mean
are compared, an acceptable tolerance must be defined to
decide whether the results are still sufficiently similar. When
comparing full measurement distributions, statistical tests,
e.g., Mann-Whitney U, or distance measures, e.g., Wasser-
stein distance, may be applied. Distance-based approaches
again require predefined tolerance, whereas hypothesis tests
allow reproducibility to be evaluated via significance level,
e.g., o, and corresponding p. Finally, for fitted models,
prediction differences must be similarly evaluated against
predefined expectations or acceptance criteria. Instead, the
appropriate comparison method depends strongly on the
specific research question and the form of the reported
results.

If the comparison between Y and X yields test statistics
within these predefined acceptance criteria, reproducibility
can be considered achieved. Otherwise, team B must
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revise its testbed and repeat the measurements. To identify
the causes of the discrepancy, team B performs a root
cause analysis. In this process, team B can consult our
taxonomy to systematically investigate potential sources of
deviation in their testbed. Specifically, team B can iteratively
analyze and adjust components related to network, hardware,
software, and experimental artifacts to improve agreement
between results and thus reproducibility. This process may
include manual or script-based comparisons of testbed
configurations, as well as automated analyses to capture
explainable variance and configuration-induced differences
across experiments. However, fully identifying and con-
trolling all relevant factors that influence reproducibility in
networking remains challenging. Our taxonomy thus should
be regarded as directional guidance rather than a guarantee for
completeness. In particular, unknown or hidden factors may
still lead to discrepancies between testbeds. After identifying
potential sources of discrepancy, the testbed must be adjusted.
This step may involve modifying configurations or replacing
components of the testbed using dedicated emulation tools,
e.g., to ensure reproducible network conditions or user
behavior. To prevent an indefinite repetition of experiments
in cases where adjustments fail to yield the desired outcome,
a termination criterion is required. Such a criterion may
define, for example, a maximum number of reproduction
attempts or a predefined resource budget, after which the
experiment is considered non-reproducible.

D. TOOLS FOR ABSTRACTION

During testbed refinement, abstraction tools can sup-
port improved reproducibility. A variety of such tools
already exists to abstract different layers of the networking
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experiment stack. Radio channel emulation tools, for exam-
ple, fix the reproducibility problems caused by random
interference. Many such tools exist, e.g., commercial tools
like Spirent® and Keysight® or academic tools like OpenAir-
Link [25]. If interference is not subject of the evaluation itself,
the antennas could be replaced by cables attached directly
to the antenna sockets [26]. This way, the experiment can
be conducted with real hardware and no random interference
involved.

Other tools like Mininet’ or Linux TC® aim to replicate
the Quality of Service of a channel, instead of replicating the
underlying cause of the service degradation, making things
more abstract, but more accessible.

Finally, emulating user behavior to affect network usage
is often essential for Internet measurements. Here, tools like
Selenium® and Appium'® can provide reliable solutions for
consistent behavior emulation.

While various tools exist for specific aspects, there is a lack
of standardized tools for conducting a comprehensive root
cause analysis of experiments with respect to reproducibility.

VIIl. CONCLUSION

Reproducibility is essential for validating and building on sci-
entific research, including networking. While previous works
such as Dagstuhl’s beginner guide offers general practices
for achieving reproducibility in networking experiments, they
often overlook specific factors that hinder it. This work
addressed those gaps by identifying the limiting factors across
four use cases: 5G measurements, local/Internet measure-
ments, AI/ML-based experiments, and QoE experiments.
From our analysis, we developed a taxonomy highlighting the
most important aspects preventing reproducible research in
networking. We derived guidelines and principles to enhance
reproducibility in the networking field.

First, research questions must be clearly formulated and the
expected evaluation outcomes must be specified. The more
precise these definitions, the more reproducible the corre-
sponding experiments tend to be. Second, identifying and
documenting sources of randomness specific to the use case is
essential prior to designing the experiments. For instance, the
influence of Docker on macOS on networking KPIs should
be determined and documented in advance. Where possible,
unnecessary sources of variability should be minimized,
e.g., preferring wired over wireless links when wireless
conditions are not part of the research question. Next, detailed
documentation, e.g., of a testbed, is fundamental when pub-
lishing results, and associated datasets should be thoroughly
described and specified. Equally important is the acknowl-
edgment of any limitations or challenges encountered in

5 https://www.spirent.com/assets/u/spirent-network-emulator-flyer
6https://WWW.keysight.com/de/de/products/network—test/network—test—
hardware/network-emulator-ii.html

7https://mininet.org/

8 https://man7.org/linux/man-pages/man8/tc.8.html
9https://www.selenium.dev/
10https://appium.io/docs/en/latest/
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the original setup, as it helps prevent future researchers
from obtaining the same misleading results. Finally, in some
cases, introducing deliberate randomness might strengthen
the statistical validity of findings, e.g., increasing the number
of participants in human-related research or using multiple
random seeds in Al-based experiments.

Accounting for all sources of variability is often impracti-
cal due to the inherent complexity of networks. Our taxonomy
and guidelines, however, assist researchers in designing more
reproducible experiments, fostering reproducible networking
research. The taxonomy is intended to synthesize insights,
highlight potential pitfalls, and provide guidance rather than
serve as a fully validated framework. Still, a formal vali-
dation in future work could strengthen its authority. Future
research could also focus on developing a more structured
framework for balancing reproducibility and statistical power
in decision-making, as well as in identifying specific metrics
for reproducibility assessment.
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