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ABSTRACT

This demo presents a framework that enables predictable

real-time guarantees for legacy TCP applications over Ether-

net. It includes four components: (i) a lightweight signaling

system that implements a simpli�ed TSN Resource Alloca-

tion Protocol with minimal dependencies, (ii) a proxy that

terminates TCP connections locally, initializes resource reser-

vations, and enforces the tra�c speci�cation through shap-

ing, (iii) a monitoring system that tracks overall network

utilization and status, and (iv) an accurate live measurement

and visualization of one-way delays for all reserved streams.

The components are focused on simplicity to facilitate de-

ployment and encourage innovations.
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1 INTRODUCTION

Time-Sensitive Networking (TSN) [7] enables predictable

real-time communication and is increasingly adopted in do-

mains like industrial networks [4] and in-vehicle communi-

cation systems [6], replacing legacy �eld buses with Ethernet.

Permission to make digital or hard copies of all or part of this work for

personal or classroom use is granted without fee provided that copies are not

made or distributed for pro�t or commercial advantage and that copies bear

this notice and the full citation on the �rst page. Copyrights for components

of this work owned by others than ACMmust be honored. Abstracting with

credit is permitted. To copy otherwise, or republish, to post on servers or to

redistribute to lists, requires prior speci�c permission and/or a fee. Request

permissions from permissions@acm.org.

SIGCOMM Posters and Demos ’25, September 8–11, 2025, Coimbra, Portugal

© 2025 Association for Computing Machinery.

ACM ISBN 979-8-4007-2026-0/25/09.

https://doi.org/10.1145/3744969.3748423

Switch

10

App X App Y

Signaling Processor Signaling Processor

00

Signaling Processor
0

2

Network Monitoring
TCP/JSON TCP/JSON

TCP/JSON

Proxy X Proxy Y

TCP/JSON TCP/JSONTCP/Struct TCP/StructConf.

Traffic Measurement

Tap Tap

0 1

Figure 1: TSN framework: signaling processor, TCP-

TSN proxy, monitoring, and tra�c measurement

While TSN integration into areas such as 5G radio systems

[10, 13] has gained attention, practical testing remains di�-

cult. Existing tools [11] often cover only parts of the stack,

e.g., focusing on signaling while omitting control logic or ap-

plication interfaces. Historically, extensible baseline software

has driven the adoption and understanding of new technolo-

gies. In Software-De�ned Networking (SDN), tools like Open

vSwitch [12], the Ryu controller [1], and Mininet [9] have

been widely used in research, teaching, and development –

thanks to their ease of deployment and extensibility.

Contribution: In this demo, we encourage more practical

TSN implementations. A framework for TSN resource reser-

vationwith Strict Priority transmission selection is presented.

It can handle legacy TCP applications by redirecting them

through a dedicated proxy, which also handles tra�c shap-

ing for end devices. Further, it provides APIs for monitoring

and con�guration, and an accurate o�-the-shelf measure-

ment methodology for one-way delays and tra�c volume. It

can be used as-is for education, or extended to implement

new functions, such as novel redundancy mechanisms. To

this end, the key components are designed to be simple and

modular, with very little dependencies.

2 FRAMEWORK COMPONENTS

The framework is comprised of four components: a signal-

ing processor and controller, a data proxy to support legacy

TCP apps, a network monitor for resource utilization visu-

alization, and a live tra�c measurement framework with

hardware time stamping. An overview of all components
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Figure 2: Connection establishment with reservation

can be seen in Figure 1. A sequence diagram of the signaling

process for a new connection is presented in Figure 2.

Signaling Processor: The core component is the sig-

naling processor, implemented in plain Python based on

the Resource Allocation Protocol (RAP) speci�cation [5].

Beyond signaling tra�c requirements, it handles control

tasks such as latency computation and admission control.

To simplify deployment and extensions, we implemented a

streamlined RAP variant that removes many dependencies

and introduces direct Layer 4 addressing. While not fully

standard-compliant, it preserves RAP’s data structures and

control logic. From an application’s perspective, the result-

ing con�guration mirrors standard RAP behavior, o�ering a

lightweight alternative. Extensions validated in this version

are typically portable to the full RAP speci�cation.

The signaling processor supports three interface types,

shown in di�erent colors in Figure 2. First, the JSON API

(blue) is used to issue and monitor new reservations. Sec-

ond, the simpli�ed RAP protocol (red, TA/LA) distributes

and processes reservations, including latency calculations

and RAP protocol �eld updates. Third, once a reservation is

accepted, the switch is con�gured accordingly – here, the

priority of the corresponding UDP connection is increased

(green). The reservation completes when Proxy X �nalizes

the TCP handshake.

Proxy Application: The proxy, written in C for high per-

formance, enables legacy TCP applications to use UDP with

resource reservations for predictable latency guarantees. As

shown in Figure 1, it triggers a reservation via the signal-

ing processor’s JSON interface upon receiving a new TCP

connection. Each reservation includes a tra�c speci�cation,

e.g., burst size and data rate, which is enforced by the proxy

using token-bucket shaping.

Network Monitoring:Monitoring is handled by a Net-

work Management System (NMS), represented by StableNet

[8] in this demo. Since the control decisions are decentralized,

the NMS collects data from all host and switch processors via

the JSON interface. It provides detailed insights into nodes,

resources, and streams, enabling visualization, bottleneck

detection, con�guration optimization, and root cause anal-

ysis. For instance, if a stream reservation fails due to delay

constraints, the NMS can pinpoint the exact link responsible.

Tra�c Measurement: The �nal component is an ac-

curate, live tra�c measurement framework. As shown in

Figure 1, tra�c from both reserved and best-e�ort streams is

mirrored before and after the switch using Layer 1 network

taps, avoiding added jitter. The mirrored streams are received

on two ports of an Intel i350 NIC, which provides 125 MHz

hardware time stamping [2, 3]. Both ports share a controller,

so all time stamps are based on the same clock, enabling

delay measurements with sub-microsecond accuracy. In our

tests, this was su�ciently accurate to detect di�erent cable

lengths based on propagation delays. The system works in

four stages: (i) an eBPF �lter removes irrelevant tra�c, (ii) a

packet sni�er matches incoming packets and computes de-

lays, (iii) a Python tool aggregates the results, and (iv) a web

interface visualizes delay updates in real time.

Together, these components can not only kick-start TSN

resource reservation for legacy apps, they can also monitor

and measure the underlying control plane and data plane.

3 DEMONSTRATION

The demo topology is the one depicted in Figure 1. Two end

devices each host the respective apps, the signaling processor,

and the proxy. Another Linux machine will host the signal-

ing processor for the switch. The switch itself can be any

managed switch, such as the Kontron D10, which supports

several TSN standards in the data plane. The monitoring and

measurement tools will be hosted on additional, individual

PCs. The monitoring PC will physically be connected to the

same switch as the end devices – the TCP/JSON streams will

be transmitted with best-e�ort performance on the same

infrastructure.

The demonstration will include various scenarios with

and without tra�c reservation, for comparison. Cross-tra�c

will be introduced to �ll the switch queues for unreserved,

low priority tra�c. After successful reservation, the respec-

tive streams receive a higher priority. Apps can range from

synthetic data, such as iPerf tests, to sensor data from Tinker-

Forge bricklets [14]. In addition to the physical testbed, the

signaling and monitoring components can be demonstrated

for a bigger, virtual network.
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