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Abstract

This thesis introduces HiddenTrails, a novel probabilistic framework that integrates Hid-

den Markov Models with Bayesian inference to analyze sequential data under unknown

group structures. Building on previous models like HypTrails and MixedTrails, Hidden-

Trails extends their capabilities by allowing group memberships to remain latent during

the analysis. Beliefs about user behavior are encoded as emission matrices, and unknown

transition parameters are estimated via a constrained Baum-Welch algorithm. To evalu-

ate competing hypotheses, this thesis proposes two methods: HiddenTrails, which focuses

on model fit, and HiddenGroupTrails, which additionally accounts for model complexity

using Bayesian evidence. Through synthetic experiments involving colored graph naviga-

tion sequences, the models are shown to robustly identify the most plausible hypotheses

even under noise. This framework has implications for behavioral analytics where group

structures are not directly observable.
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Zusammenfassung

Diese Masterarbeit stellt HiddenTrails vor, ein neues probabilistisches Modell, welches

Hidden Markov Modelle mit bayesianscher Inferenz zur Analyse sequentieller Daten mit

verborgenen Gruppenstrukturen kombiniert. Aufbauend auf bestehenden Ansätzen wie

HypTrails und MixedTrails erweitert HiddenTrails deren Möglichkeiten, indem die Grup-

penzugehörigkeit während der Analyse latent bleiben. Hypothesen über Nutzerverhal-

ten werden über Emissionsmatrizen dargestellt und unbekannte Übergangswahrschein-

lichkeiten werden mithilfe eines modifizierten Baum-Welch Algorithmus geschätzt. Zur

Bewertung von Hypothesen werden zwei Methoden vorgestellt: HiddenTrails, das sich

nur auf die Modellübereinstimmung konzentriert, und HiddenGroupTrails, das zusät-

zlich die Modellkomplexität berücksichtigt. Anhand synthetischer Experimente auf einem

gefärbten Graphen wird gezeigt, dass die Modelle die plausibelsten Hypothesen selbst

unter Rauschen robust identifizieren. Das Modell bietet neue Möglichkeiten für die Ana-

lyse von Nutzerverhalten, insbesondere wenn Gruppenstrukturen nicht direkt beobachtbar

sind.
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Chapter 1

Introduction

As the volume and complexity of sequential data continues to grow across diverse do-

mains, the ability to accurately model, interpret, and compare explanations for such

data has become increasingly crucial. Sequential data is characterized by sequences of

transitions between states, applications ranging from user navigation on websites and

biological sequences to movement patterns in behavioral studies. In many real-world sce-

narios, researchers are not only interested in describing observed sequences, but also in

testing competing hypotheses about the underlying generative processes as the ability to

extract meaningful insights from sequential observations has become increasingly impor-

tant. Thus, there is a growing need for hypothesis-driven analysis of sequential data.

Traditional statistical approaches often struggle to capture both the observable patterns

and the hidden dependencies that characterize complex sequential data. While Markov

chains provide a straightforward framework for modeling transitions between states, they

lack the capacity to represent hidden influences. Hidden Markov Models, on the other

hand, can incorporate unobservable states, yet integrating them with hypothesis-driven

analysis remains an underdeveloped area of research. This thesis bridges this gap by in-

tegrating Hidden Markov Models with Bayesian hypothesis evaluation.

The main goal is to calculate a partial order on a set of hypotheses given the data. This

does not evaluate whether the individual hypotheses fit the data, but rather which of the

hypotheses fits the data better. The score for ranking the hypotheses, later called evi-

dence or marginal likelihood, is calculated using Bayesian inference, incorporating prior

knowledge and new information. The hypotheses as such are encoded as adjacency ma-

trices representing beliefs about transitions between states.

A fundamental framework for hypothesis-driven analysis of homogeneous sequential data

is HypTrails [1]. The hypotheses are expressed as Markov chains which can be incorpo-

rated as Dirichlet priors. The sensitivity of the Bayes factor to the prior is then utilized

for evaluating the hypotheses based on their evidence.
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This framework can also be extended for heterogeneous data, which is given by Mixed-

Trails [2]. In these data, the beliefs about transitions between states may vary depending

on the user group. The hypotheses are not only expanded to include various beliefs and

groups, but also to include group assignments for each transition. In the same way, they

are expressed as Dirichlet priors and their plausibility is compared using the Bayes factor.

Both approaches will be discussed in the following chapter.

Building on this, the idea of groups in data can be taken even further: Assume that the

group dependencies or assignments are not known. This simplifies the hypothesis and

makes it more flexible, as the unknown parameters must be estimated. The hypotheses

can then be modeled by Hidden Markov Models instead of Markov chains, since these can

encapsulate hidden groups. The aim of this thesis is to represent the hypothesis model

by using the Hidden Markov Models and, building on this, to investigate ways of evaluat-

ing the hypotheses. For this purpose, already known frameworks such as HypTrails and

MixedTrails will be consulted and adapted. By leveraging the strengths of both Hidden

Markov Models and Bayesian inference, this approach can capture complex dependencies

while maintaining computational tractability. Finally, we will perform an empirical eval-

uation on synthetic data to demonstrate the strengths and limitations of the approach,

including the robustness to noise and the handling of model complexity.

By enabling hypothesis comparison without known or predefined group assignments, the

thesis advances sequential analysis in domains with latent heterogeneity.

Structure of this Work

This thesis is organized in three chapters.

Chapter 2 established the mathematical foundations for the subsequent results. First, the

general concepts of probability theory are introduced and discussed. Markov chains and

Hidden Markov Models, which are essential for modeling the hypotheses, are defined and

methods for estimating their parameters are introduced. Furthermore, the two methods

HypTrails and MixedTrails are summarized.

Chapter 3 extends the existing models and methods to a new data model with Hidden

Markov Models. Established concepts are revisited and expanded to include hidden states.

We will briefly discuss the group transition probability estimation with fixed beliefs for

the calculation of hidden parameters and adapt the methods for calculating the scores of

the hypotheses which we will now call HiddenTrails and HiddenGroupTrails in the context

of Hidden Markov Models. In particular, the similarities and di!erences between those

two are highlighted.

Chapter 4 will examine the two new methods on synthetic data. Three examples are

presented, each addressing di!erent aspects that need to be considered. In addition to
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a simple introductory example, there will also be an examples including data with noise

and hypotheses of varying complexity.
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Chapter 2

Background

This chapter aims to provide an introduction to the necessary knowledge for the analysis

and methodology of this thesis.

The first step is to introduce key concepts from probability theory, which form the basis for

our statistical approach. Next, we explore Markov chains and Hidden Markov Models as

tools for modeling sequential data and discuss parameter estimation techniques for these

models, focusing on the Baum-Welch algorithm. Finally, two approaches for hypothesis-

driven analysis of sequential data are presented.

2.1 Probability Theory

The following section builds upon the foundations by [2], [3] and [4].

In probability theory, we begin with the concept of a sample space, denoted by ”. This

space represents the collection of all possible outcomes of a random experiment. Each

individual outcome in ” is called a sample point.

An event is defined as a subset of the sample space ”. Events are the objects to which

we assign probabilities. To formalize this, the concept of a ω-algebra F is introduced, a

collection of subsets of ” that satisfies certain properties:

1. ” → F .

2. If A → F , then its complement Ac → F .

3. If A1, A2, . . . → F , then their countable union
⋃→

i=1 Ai → F .

To assign probabilities to events, a probability measure P is used. This is a function

mapping events in F to real numbers in the interval [0, 1] and satisfying the following

axioms:
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1. P (A) ↑ 0 for all A → F .

2. P (↓) = 0, P (”) = 1.

3. For any countable sequence of disjoint events A1, A2, . . . → F , it holds that

P (
⋃→

i=1 Ai) =
∑→

i=1 P (Ai).

The triple (”,F , P ) is called a probability space.

Let (S,S) be a measurable space, where S is called the state space and S is an appropriate

ω-algebra on S. A random variable X on (S,S) is a measurable function from the sample

space ” to S. More precisely, it is a function X : ” ↔ S such that for any A → S, the
preimage X

↑1(A) → F . For (S,S) = (R,B(R)), X is called a real random variable. In

this work, B denotes the Borel’s ω-algebra.

The distribution function FX(x) of X is defined as

FX(x) = P [X ↗ x].

The derivative of FX , if it exists, forms the probability density function of X, denoted as

fX .

Building on these concepts, we can define a stochastic process:

Definition 2.1.1. A stochastic process {Xt, t → T} is a collection of random variables

Xt with an index set T, all defined on the same probability space (”,F , P ) and taking

values in a common measurable space (S,S).

Depending on whether S is a discrete or continuous set, the process is called discrete or

continuous, respectively. For the remainder of this work, only discrete stochastic pro-

cesses are considered.

Bayesian Inference

In statistical inference, probability distributions play a crucial role in describing unknown

quantities of interest. Consider a scenario where we draw a sample X from a family of

distributions characterized by a parameter ε. In the Bayesian framework, we treat this

parameter as a random variable #, with an associated probability distribution called the

prior distribution.

A prior distribution, denoted as ϑ(ε) = f!(ε), represents the initial beliefs or knowledge

about the parameter ε before observing data. It encapsulates all available information

about ε prior to the experiment.

A crucial part of Bayesian inference is the Bayes’ Theorem as it combines prior knowledge

with observed data.
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Theorem 2.1.2 (Bayes’ Theorem). Let A and B be events in the sample space ” with

P (A) > 0 and P (B) > 0. Then it holds

P (A|B) =
P (A)P (B|A)

P (B)
. (2.1)

In this context, the Bayes’ Theorem can be reformulated for the events A = {# = ε} and

B = {X = x} as

ϑ(ε|x) =
ϑ(ε)fX|!(x|ε)

fX(x)
,

where x represents the observed data.

Here:

• fX|!(x|ε) is the likelihood function.

• ϑ(ε|x) is the posterior distribution.

• fX(x) is the marginal likelihood or evidence.

• ϑ(ε) is the prior distribution.

The likelihood function fX|!(x|ε) quantifies the probability of observing the data x given

the parameter ε. It plays a crucial role in connecting the observed data to the parameter

of interest.

The posterior distribution ϑ(ε|x) is a conditional distribution and denotes the updated

belief about ε after observing the data x. It combines the prior knowledge with the

information contained in the data.

Since fX(x) in the denominator does not depend on ε, we can express the posterior

distribution up to a constant as

ϑ(ε|x) ↘ fX|!(x|ε)ϑ(ε).

This formulation highlights that the posterior is sensitive to the prior which is a charac-

teristic we will utilize later.

For certain choices of the prior distribution, the posterior distribution belongs to the same

family of distributions as the prior. In such cases, the prior is called a conjugate prior

(distribution).

We now turn our attention to a specific probability distribution that plays a crucial role

in Bayesian statistics, that is the Dirichlet distribution. It serves as a conjugate prior

for the multinomial distribution and is especially useful in scenarios involving categorical

data.
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Definition 2.1.3. Let p = (p1, ..., pn) a vector with pi ↑ 0 and
∑n

i=1 pi = 1 and ϖ =

(ϖ1, ...,ϖn) with ϖi > 0 for all i = 1, ..., n. The Dirichlet distribution is defined as

Dir(ϖ)(p) =
1

B(ϖ)

n∏

i=1

p
ωi↑1
i , (2.2)

where ϖi are called Dirichlet hyperparameters and B(ϖ) is the multinomial Beta

function, given in relation of the Gamma function $ as

B(ϖ) =

n∏
i=1

$(ϖi)

$

(
n∑

i=1
ϖi

) . (2.3)

While the Dirichlet distribution and its associated Beta function provide a clear mathe-

matical formulation, an alternative representation often proves useful.

Lemma 2.1.4. Let ϖ = (ϖ1, ...ϖn) with ϖi > 0 for all i = 1, ..., n. Then

B(ϖ) =

∫ ∏

j

ε
aj↑1
j dε. (2.4)

Proof. As the probability density function of the Dirichlet distribution is integrated to

one, it holds:

1 =

∫
Dir(ϖ)(ε)dε =

∫
1

B(ϖ)

n∏

i=1

ε
ωi↑1
i dε

≃ 1

B(ϖ)

∫ n∏

i=1

ε
ωi↑1
i dε = 1

≃
∫ n∏

i=1

ε
ωi↑1
i dε = B(ϖ)

This alternative representation provides a useful tool for further computations involving

the Dirichlet distribution, which we will explore in a later section.

2.2 Hidden Markov Models

In the next section, models for representing sequential data are analyzed, starting with

the Markov chain. Definitions and results are based on [5], [6], [7], [8], [9], and [10].
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Definition 2.2.1. The stochastic process {Xt, t → T} is a Markov process in a probability

space (%,F , P ) if, for every t → T and every sequence (x1, ...xt↑1, xt)T → %t, it holds

P (Xt = ut|X1 = u1, ..., Xt↑1 = ut↑1) = P (Xt = ut|Xt↑1 = ut↑1) . (2.5)

In particular, equation (2.5) is called the Markov property.

In the case that t only takes values in N, we are talking about a Markov chain.

The Markov property now states that the conditional probability distribution of the cur-

rent state only depends on the previous state. It was named after Andrej Andrejewitsch

Markov, a Russian mathematician, who made groundbreaking contributions to probabil-

ity theory.

Since only discrete values for t are considered in this work, we will only refer to a Markov

chain in the following. An illustration of this is shown in Figure 2.1.

Xt↑1 Xt Xt+1

Figure 2.1: Temporal sequence representation of a Markov chain showing state depen-

dencies

Remark 2.2.2. The Markov chain in Definition 2.2.1 is also called a first-order Markov

chain, as the dependency only relates to the immediately preceding state. For the sake

of completeness, it should also be mentioned that in the case of dependence on k-previous

states, one refers to a k-th order or higher-order Markov chain.

Next, we consider the transitions between the states of a Markov chain:

Definition 2.2.3. The state transition matrix of a Markov chain {Xt} at time t over

the finite alphabet % with |%| = n is given by the matrix A (t) = (aij (t)) → Rn↓n with

aij(t) = P (Xt+1 = j|Xt = i) where i, j → %, t → N.

Therefore, the elements of % are referred to as states.

Additionally, an initial distribution ϑ = (ϑi) → Rn is defined by

ϑi = P (X1 = i) where i → %.

In particular, ϑ is a probability distribution of %.

That means, the entries of the matrix correspond to the probability of a transition from

the current state i to the next state j. This leads to the following lemma:
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Lemma 2.2.4. Let {Xt} be a Markov chain assuming values in a finite set % with cardi-

nality n and A (t) its state transition matrix at time t.

Then A (t) is a stochastic matrix for all t, i.e.,

aij (t) → [0, 1] ⇐i, j → %, t → N,
n∑

j=1

aij (t) = 1 ⇐i → %, t → N.

Definition 2.2.5. Let {Xt} be a Markov chain and A (t) its state transition matrix.

i) If A (t) is constant for all t → N, the Markov chain is called homogenous, otherwise

inhomogenous.

ii) The Markov chain is called irreducible, if every state is reachable from every other

state with a finite number of transitions.

iii) A state i is aperiodic if gcd{n → N : An
ii > 0} = 1 and {Xt} is called aperiodic if

every state of {Xt} is aperiodic. In particular, for an irreducible Markov chain it is

su!cient to verify this condition for a single state.

iv) A vector ϱ → {v → Rn : vi ↑ 0,
∑n

i=1 vi = 1} is a stationary distribution of A if

ϱA = ϱ.

The stationary distribution represents the long-term proportion of time the chain spends

in each state since the equation enforces an equilibrium: The inflow to a state equals the

outflow from this state, i.e. ϱi =
∑

j ϱjaji.

Now the existence of the stationary distribution should be clarified, since this is a funda-

mental property of a Markov chain. The following lemma is based on Propositions 1.31

to 1.33 in [10].

Lemma 2.2.6. Let {Xt} be a homogeneous, irreducible, aperiodic, discrete-time Markov

chain with finite state space % and let A be its state transition matrix. Then A has a

unique stationary distribution.

For the remainder of the thesis, we assume the Markov chain to be homogeneous, thus

the state transition matrix is constant and we can omit the dependence on t.

The concept of Markov chains will now be illustrated with an example.

Example. We will use the Markov chain to predict the weather in an exemplary way and

now define the following scenario for this purpose.

The weather is simply either sunny or rainy and it only depends on the weather of the

previous day. Therefore, we can construct a Markov chain with % = {sunny, rainy}.
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We assume that if today is sunny, there is a 90% probability that tomorrow will also be

sunny and a 10% probability that it will be rainy. Conversely, if today is rainy, there is

a 50% probability that tomorrow will be rainy and a 50% probability that it will be sunny.

Thus, the state transition matrix is

A =

(
0.9 0.1

0.5 0.5

)
.

At the end, we set the initial distribution to

ϑ =
(
0.5 0.5

)

by default as a priori probability of rain on the first day. See Figure 2.2 for visualization.

Sunny Rainy

Start

0.50.9

0.5

0.1

0.5 0.5

Figure 2.2: Visualization of the Markov chain

The stationary distribution ϱ satisfies ϱA = ϱ. Solving

0.9ϱ1 + 0.5ϱ2 = ϱ1 and ϱ1 + ϱ2 = 1

yields

ϱ =
(

5
6

1
6

)
.

This corresponds to the proportion in which the chain is in state ”sunny” or ”rainy”, re-

spectively.

While Markov chains provide a straightforward approach to sequential data analysis, they

often fall short when dealing with hidden dependencies or parameters. Therefore, Hidden

Markov Models are introduced to create a balance between flexibility and tractability.

Despite their simplicity, these models enable the possibility to capture both observable

and unobservable dependencies as well as e&cient algorithms for parameter estimation.
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Definition 2.2.7. Let {Xt, t → N} be a Markov chain over the alphabet % of cardinality n

with a state transition matrix A → Rn↓n and an initial distribution ϑ → Rn. Let {Yt} be a

stochastic process over the alphabet ” of cardinality m.

Set B = (bij) → Rn↓m, called the emission matrix, with

bij = bi(j) = P (Yt = j|Xt = i) where i → %, j → ”, t → N.

Accordingly, the elements of ” are called emissions or observations.

A Hidden Markov Model (HMM) is now defined by the quintuple ς = (%,”, A,B, ϑ).

A Hidden Markov Model is therefore based on two key assumptions:

First, the next hidden state depends only on the immediately preceding hidden state, mir-

roring the Markov property of Markov chains. Second, the probability of an observation

is determined exclusively by the current hidden state.

An illustration of this concept is given by Figure 2.3.

Xt↑1 Xt Xt+1

Yt↑1 Yt Yt+1

Figure 2.3: Temporal structure of a Hidden Markov Model showing observable emissions

and hidden states

It should also be mentioned that Lawrence C. Rabiner, especially his article [11], had a

major influence on the literature and notation of HMMs.

Example. Building upon the previously introduced weather example, we can extend this

concept to illustrate the application of Hidden Markov Models. The Markov chain from

the previous example is adopted without any changes with the state transition matrix A,

the state space % and the initial distribution ϑ.

Now we assume that one cannot directly observe the weather, maybe as an underground

security guard, but infer whether it is raining from observing umbrellas only. If it is sunny,

people are 20% likely to be carrying an umbrella and 80% likely not to be carrying one.

Otherwise, people are 90% likely to carry an umbrella and 10% not to carry an umbrella

if it is rainy. Hence, ” = {umbrella, no umbrella} and the emission matrix is

B =

(
0.2 0.8

0.9 0.1

)
.
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Finally, ς = (%,”, A,B, ϑ) forms the Hidden Markov Model. See Figure 2.4 for visual-

ization.

Sunny

0.8

Rainy

Start

0.50.9

0.5

0.1

0.5 0.5

Umbrella
No

Umbrella

0.2 0.1

0.9

Figure 2.4: Visualization of the Hidden Markov Model

Furthermore, properties and probabilities of HMMs are to be formalized. The probability

that a given model ς assumes a given sequence of states x = (x1, ...xT )T is simply the

product of the corresponding state transition probabilities, taking into account the initial

distribution. Formally,

P (x|ς) = ϑx1

T∏

t=2

axt→1,xt .

For an observation sequence y = (y1, ..., yT )T resulting from a given state sequence x, the

following applies again:

P (y|x,ς) =
T∏

t=1

bxt(yt).

Combining this knowledge provides

P (y, x|ς) = P (y|x,ς)P (x|ς) = ϑx1bx1(y1)
T∏

t=2

axt→1,xtbxt(yt). (2.6)

Summing (2.6) over all possible state sequences, one receives the so-called likelihood

P (y|ς), formally:

P (y|ς) =
∑

x↔”T

P (y, x|ς).
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2.3 Parameter Estimation

Hidden Markov Models are composed of three fundamental components: the observa-

tion sequence, the hidden state sequence, and the model parameters. These components

naturally lead to three key questions:

• What is the most likely sequence of hidden states given an HMM and an observation

sequence?

• What is the probability of observing a specific sequence given an HMM?

• How to determine the most plausible HMM parameters when provided with an

observation sequence and knowledge of the state space cardinality?

The first question can be addressed using the Viterbi algorithm. Refer to [12] and [5] for

more details.

The following subsections 2.3.2 and 2.3.3 will explore solutions to the second and third

questions, respectively. Before addressing these issues, however, we will begin by exam-

ining the process of estimating the state transition matrix of a Markov chain.

The concepts and methodology of this section are based on [5], [7], [13], and [14].

2.3.1 State Transition Matrix Estimation for Markov Chains

The first aim is to estimate the transition probabilities, i.e., the state transition matrix of

a Markov chain. Note that, in contrast to the HMM, the states are not hidden and can

still be observed here.

Let A be the state transition matrix of a Markov chain {Xt} and x = (x1...xT )T → %T a

sequence of observed transitions in this chain. Then, the likelihood and log-likelihood of

the observed sequence given A are

P (x|A) = P (X1 = x1) ·
T∏

t=2

P (Xt = xt|Xt↑1 = xt↑1) = ϑx1 ·
T∏

t=2

axt→1,xt

and

logP (x|A) = log ϑx1 +
T∑

t=2

log axt→1xt . (2.7)

We will only continue with the log-likelihood function for numerical stability.

For further simplification of equation (2.7), we denote nij, with i, j → %, as the number of

observed transitions from state i to state j. Thus, the log-likelihood function is given by

logP (x|A) = log ϑx1 +
n∑

i=1

n∑

j=1

nij log aij, (2.8)
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as we can sum over the indices instead of the observed sequence.

With the properties of the state transition matrix A known from Lemma 2.2.4 as a con-

straint, an optimization problem can now be formed:

max
A

n∑

i=1

n∑

j=1

nij log aij

subject to
n∑

j=1

aij = 1 ⇐i → %

(2.9)

Note that the first part in (2.8) is omitted in (2.9) due to the independence from A. To

be precise, the constraint would have to include aij → [0, 1]. However, this condition can

be neglected, since the logarithm requires aij > 0.

To solve such an optimization problem, the Lagrange method is briefly introduced.

Definition 2.3.1. Let f, g : Rn ↔ R. For an optimization problem of the form

max
x

f(x)

subject to g(x) = 0

the Lagrange function is defined as

J(x, µ) = f(x) + µg(x),

where µ is called the Lagrange Multiplier.

Hence, for equation (2.9) the Lagrangian function is given by

J =
n∑

i=1

n∑

j=1

nij log aij +
n∑

i=1

µi

(
1⇒

n∑

j=1

aij

)
. (2.10)

The next lemma which is needed to study the optimization problem is based on the

Theorems 2.2.5 and 2.2.8 in [13].

Lemma 2.3.2. Consider the optimization problem

min
x

f(x)

subject to g(x) = 0,

where f and g are continuously di”erentiable functions.

1. (Necessity) If x↗ is a local optimum, then there exists a constant µ↗, the Lagrange

multiplier, such that:
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• ⇑x↑J(x↗
, µ

↗) = 0, where J is the Lagrange function.

• g(x↗) = 0.

These conditions are known as the Karush-Kuhn-Tucker conditions.

2. (Su!ciency in the convex case) If, additionally

• f(x) is convex,

• g(x) is a!ne,

then any point x↗ satisfying the Karush-Kuhn-Tucker conditions is a global minimum

of the optimization problem.

For a maximization problem, the su&ciency holds if f(x) is concave and the constraints

g(x) are a&ne, since a maximization problem can be transformed into a minimization

problem by replacing f with -f , which is concave if f is convex. This is fulfilled for the

optimization problem (2.9).

In the instance of equation (2.10) we maximize to aij. Thus,

φJ

φaij
=

nij

aij
⇒ µi = 0

and therefore

aij =
nij

µi
. (2.11)

Insertion into the constraint condition of the optimization problem (2.9) yields

1 =
n∑

j=1

aij =
n∑

j=1

nij

µi
=⇓ µi =

n∑

j=1

nij =: ni.

It follows from (2.11) that the entries of the state transition matrix are

aij =
nij

ni
. (2.12)

2.3.2 The Forward-Backward Algorithm

Now, the aim is to answer the second question: What is the probability of obtaining a

certain sequence of observations given an HMM? The answer to this is provided by the

forward-backward algorithm, which consists of two components: the forward algorithm

and the backward algorithm. First, both parts are discussed separately before they are

brought together.

Since both approaches are iterative, we introduce the following notation for an observation

sequence y → ”T : We write y
(t) for the partial sequence (y1, ..., yt)T and y

(t+1,T ) for the
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remaining sequence (yt+1, ..., yT )T for a t in 1 ↗ t ↗ T ⇒ 1.

The Forward Algorithm

The goal of the forward algorithm is to calculate the likelihood P (y|ς) with the observa-

tion sequence y(t) → ”t with 1 ↗ t ↗ T ⇒ 1 of an HMM ς. So-called forward variables are

defined for this purpose:

ϖt(i) := P (y(t), Xt = i|ς).

They represent the probability of observing a sequence (y1, ..., yt)T and being in state i

at time t given the model ς. The forward variables now form an iterative scheme for the

likelihood. We set

ϖ1(i) := ϑibi(y1)

as initialization. Extending the observation sequence y(t) by yt+1 to y
(t+1) → ”t+1 leads to

ϖt+1(i) :=
∑

j↔”

ϖt(j)ajibi(yt+1).

This iterative approach leverages the Markov property and conditional independence as-

sumptions of Hidden Markov Models, e&ciently computing the joint probability without

explicitly considering all possible state sequences.

To conclude, the likelihood of a sequence y → ”T can be evaluated as

P (y|ς) =
∑

i↔”

ϖT (i).

For an e!ective calculation, the forward variables can also be converted into a matrix

form. Thus, we first define the vector

ϖt = (ϖt(1), ...,ϖt(n))

for 1 ↗ t ↗ T , and the iterations can be rewritten as

ϖt+1 = ϖtCt+1.

for 1 ↗ t ↗ T ⇒ 1, where Ct = AB̃t and B̃t is the diagonal matrix with bi(yt) as its i-th

diagonal element. This equation can now be used to explicitly represent the variable:

ϖt = ϑB̃1C2C3...Ct.

Finally, the likelihood can be written as

P (y|ς) = ϖT .
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The Backward Algorithm

The backward variables ↼ complement the forward variables, indicating the probability

that a given hidden state i generates the observation sequence y
(t+1,T ) = yt+1, ...yT →

”T↑t↑1 with 1 ↗ t ↗ T ⇒ 1, i.e.,

↼t(i) = P (y(t+1,T )|Xt = i,ς).

Analogous to the forward variables, the backward variables can also be evaluated induc-

tively. We initialize

↼T (i) := 1

and set

↼t(i) :=
∑

j↔”

aijbj(yt+1)↼t+1(j).

This inductive calculation1 constitutes the backward algorithm.

Just like the forward algorithm, the likelihood is obtained by summing the backward

variables ↼1(i) to

P (y|ς) =
∑

i↔”

ϑibi(y1)↼1(i).

This equation clearly shows that the backward variables mirror the forward variables.

Analogous to the forward variables, the backward variables can also be written in a

matrix form. Again, set

↼t = (↼t(1), ..., ↼t(n))

for 1 ↗ t ↗ T , and therefore

↼
T
t = Ct+1↼

T
t+1

for 1 ↗ t ↗ T ⇒ 1. The explicit expression is given as

↼
T
t = Ct+1...CT1

T
n .

This leads once more to

P (y|ς) = ϑB̃1↼
T
1 .

The Forward-Backward Algorithm

Combining both approaches provides the forward-backward algorithm since the likelihood

can be expressed as

P (y|ς) =
∑

i↔”

ϖt(i)↼t(i) = ϖt↼
T
t

1
Note that we use ωt+1 to calculate ωt due to the backward property
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for all 1 ↗ t ↗ T . The matrix representation of the forward and backward variables

clearly shows that t can act as a slider here.

Furthermore, we are also interested in the probability P (Xt = i|y,ς), which is to be de-

termined using the previously defined forward and backward variables. First, the required

quantity is rewritten using the Bayes equation:

P (Xt = i|y,ς) = P (y|Xt = i,ς)P (Xt = i|ς)
P (y|ς) =

P (Xt = i, y|ς)
P (y|ς) . (2.13)

Recall that the denominator can be computed with the forward or backward variables (or

both). The numerator can also be broken down into the probability of the observation

sequence up to time t and from time t. This corresponds exactly to the forward and

backward variables, respectively.

P (Xt = i, y|ς) = P (y(t), Xt = i|ς)P (y(t+1,T )|Xt = i,ς)

= ϖt(i)↼t(i).
(2.14)

2.3.3 The Baum-Welch Algorithm

Finally, the last question from the introduction of this section is addressed: Given an

observation sequence y → ”T and |%| = n, what is the most likely HMM?

This means, we need to determine the state transition matrix A and the emission matrix

B, but we assume the cardinality of the hidden states n as known2.

Therefore, we introduce the Baum-Welch algorithm, which is the most common training

method for optimizing HMMs. It was named after Leonard E. Baum and Lloyd R. Welch

and is primarily based on the two articles by Baum et al. [15] and Baum and Petrie

[16]. It is noticeable that the second namesake, Welch, is not a co-author of one of these

papers. The article [17] states that both initially worked independently on HMMs and on

the calculation of the posterior; however, Welch could not prove the convergence of the

algorithm.

The main idea of the Baum-Welch algorithm is to use the likelihood P (y|ς) as an opti-

mization criterion. This means, a model ς is optimized to a new model ς̂ satisfying

P (y|ς̂) ↑ P (y|ς). (2.15)

This algorithm is an EM-Algorithm, which is a general method for optimizing statistical

models with hidden states. It was introduced by Dempster, Laird and Rubin in 1977 in

[18] and proved to be an important tool for statistical analysis. The EM-Algorithm is

characterized by an expectation step (E-Step) for calculating the a-posteriori probability

2
The case for an unknown cardinality of the state space is treated in [5], but would be too far-reaching

for this thesis.
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of the current model and a maximization step (M-Step) for calculating the updated pa-

rameters.

The Baum-Welch algorithm is defined as follows:

1. Initialization Let y → ”T be the observed output sequence. Set
(
A

(0)
, B

(0)
, ϑ

(0)
)

as an initial estimate of the state transition matrix, emission matrix and initial

distribution, respectively, and set the counter k = 0.

2. E-Step Compute P (y|ς(k)) with ς
(k) = (%,”, A(k)

, B
(k)
, ϑ

(k)).

3. M-Step Calculate the updated parameters A
(k+1), B(k+1) and ϑ

(k+1) as described

later in this subsection.

4. Repeat Set k to k + 1 and reiterate at step 2 until convergence.

The previously defined forward-backward algorithm is used to derive auxiliary variables

↽ with which a new model ς̂ is to be calculated. We determine

↽t(i, j) = P (Xt = i, Xt+1 = j|y,ς),
↽t(i) = P (Xt = i|y,ς).

↽t(i) thus represents the probability that state i is assumed at time t.

Using (2.13), (2.14) and this definition, we get

↽t(i) =
∑

j↔”

↽t(i, j) with t < T

and

↽t(i) =
ϖt(i)↼t(i)

P (y|ς) ,

whereby the second relation is used in practice.

M-Step

A new model ς̂ consists of new estimates of the transition matrix Â = (âij), of the emis-

sion matrix B̂ = (b̂ij), and of the initial distribution ϑ̂ = (ϑ̂i) which are now calculated
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using the auxiliary variables ↽. The following formulas are defined for this:

âij =

T↑1∑
t=1

P (Xt = i, Xt+1 = j|y,ς)

T↑1∑
t=1

P (Xt = i|y,ς)
=

T↑1∑
t=1

↽t(i, j)

T↑1∑
t=1

↽t(i)

(2.16a)

ϑ̂i = ↽1(i) (2.16b)

b̂j(yk) =

T∑
t=1

P (Xt = j, Yt = yk|y,ς)

T∑
t=1

P (Xt = j|y,ς)
=

∑
t:Yt=yk

P (Xt = j|y,ς)

T∑
t=1

P (Xt = j|y,ς)
=

∑
t:Yt=yk

↽t(j)

T∑
t=1

↽t(j)

(2.16c)

The estimate of the entries of the transition matrix is obtained as the expected number

of transitions from i to j with normalization. The initial distribution is just a special

case of it. Similarly, the estimation of the emission probability is calculated by taking

the expected number of emissions of yk from state j and normalizing it. The second

equation of (2.16c) applies due to the fact that the numerator is either P (Xt = j|y,ς) or
0, depending on whether or not yk was observed at time t. Quick calculation reveals that

the estimates indeed satisfy the constraints

∑

i

ϑ̂i = 1,
∑

j

âij = 1,
∑

k

b̂j(yk) = 1. (2.17)

It remains to be shown that this newly constructed model ς̂ actually maximizes the a

posteriori probability.

To demonstrate convergence of that algorithm and verify that the condition (2.15) holds

for ς̂, an auxiliary function Q is introduced as

Qε(ς̂) :=
1

P (y|ς)
∑

x↔”T

P (y, x|ς) logP (y, x|ς̂).

This function is a key element for determining the validity of the Baum-Welch algorithm.

The following two theorems are crucial for this process.

Theorem 2.3.3. Let ς, ς̂ be two Hidden Markov Models and y be an observation sequence.

If

Qε(ς̂) ↑ Qε(ς), (2.18)

then (2.15) holds.

Proof. Firstly, note that P (y|ς) =
∑

x↔”T

P (y, x|ς) as we sum over all hidden state se-
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quences. This leads to

log

(
P (y|ς̂)
P (y|ς)

)
= log

(
∑

x↔”T

P (y, x|ς̂)
P (y|ς)

)

= log

(
∑

x↔”T

P (y, x|ς)
P (y|ς) · P (y, x|ς̂)

P (y, x|ς)

)

↑
∑

x↔”T

P (y, x|ς)
P (y|ς) · log

(
P (y, x|ς̂)
P (y, x|ς)

)

=
1

P (y|ς)
∑

x↔”T

P (y, x|ς)
(
logP (y, x|ς̂)⇒ P (y, x|ς)

)

= Qε(ς̂)⇒Qε(ς),

where the inequality is due to Jensen’s inequality with the concave logarithm function,

i.e. E[log(x)] ↗ log(E[x]), and P (y,x|ε)
P (y|ε) being a probability distribution.

This shows that P (y|ς) increases for a model ς̂ that improves Qε. It therefore remains

to prove that the model ς̂ constructed by the equations (2.16) satisfies (2.18).

Theorem 2.3.4. Let ς, ς̂ be Hidden Markov Models related by (2.16). Then ς̂ maximizes

Qε(ς).

Proof. Let x = (x1, ..., xT )T be a hidden state sequence and y an observation sequence.

According to equation (2.6), one gets

logP (y, x|ς̂) = log ϑ̂x1 +
T↑1∑

t=1

log âxt,xt+1 +
T∑

t=1

log b̂xt(yt).

Inserting into the definition of Qε(ς̂) provides

Qε(ς̂) =
∑

x↔”T

[
P (y, x|ς)
P (y|ς) log ϑ̂x1 +

T↑1∑

t=1

P (y, x|ς)
P (y|ς) log âxt,xt+1 +

T∑

t=1

P (y, x|ς)
P (y|ς) log b̂xt(yt)



=
∑

i↔”

P (X1 = i, y|ς)
P (y|ς) log ϑ̂i +

∑

i↔”

∑

j↔”

T↑1∑
t=1

P (Xt = i, Xt+1 = j, y|ς)

P (y|ς) log âi,j

+
∑

j↔”

∑

k↔#

∑
t↔yt=yk

P (Xt = j, y|ς)

P (y|ς) log b̂j(yk)

=
∑

i↔”

↽1(i) log ϑ̂i +
∑

i↔”

∑

j↔”

T↑1∑

t=1

↽t(i, j) log âij +
∑

j↔”

∑

k↔#

∑

t↔yt=yk

↽t(j) log b̂j(yk),
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where the last equation applies due to the Bayes’ Theorem (2.1) and by definition of ↽.

The next step is to determine the critical point of this transformation. The procedure

from Subsection 2.3.1 can be used analogously for this. The summands of the function

correspond to the maximizing function and the constraints are the requirements of (2.17).

The function is therefore maximized at

ϑ̂i =
↽1(i)∑

i↔”
↽1(i)

âij =

T↑1∑
t=1

↽t(i, j)

T↑1∑
t=1

∑
j↔”

↽t(i, j)

b̂j(yk) =

∑
t↔yt=yk

↽t(j)

T∑
t=1

↽t(j)

This corresponds exactly to the update formulas (2.16) of the Baum-Welch algorithm.

Thus, it could be shown that according to Theorem 2.3.3 the critical point of the optimum

of P (y|ς) is assumed to be the same ς̂ as for Qε and that according to Theorem 2.3.4 the

critical point of Qε corresponds to the update formulas for ς.

To conclude, as Theorem 2.3.3 shows, each iteration of the algorithm improves the evi-

dence. This means, the sequence is non-decreasing and bounded by 1 since it is a prob-

ability. This results in convergence to an optimum, which may, however, only be local.

Remark 2.3.5. In practice, a single observation sequence y is not su!cient for the method

shown here to estimate the parameters well - instead, a set of individual sequences is

taken and accumulated over it. However, the procedure can easily be modified. For a set

D = {d1, ..., dL} with dl → ”T representing the data, the equation

logP (D|ς) =
L∑

l=1

logP (dl|ς)

holds and correspondingly ↽
l
t(i, j) exists for a sequence dl. By summing ↽

l
t(i, j) and ↽

l
t(i)

over l, the corresponding formulas for âij, b̂j(yk) and ϑ̂i are received.

Remark 2.3.6. Certain probabilities, e.g. the emission probability, can also be fixed, and

the remaining parameters can still be estimated as already known. While this is helpful

for debugging, it will also play an essential role in the procedure in Chapter 3.
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2.4 Hypothesis Driven Analysis of Sequential Data

Now, the focus will be on the evaluation of the relative plausibility of di!erent hypotheses

about sequential data. Therefore, two approaches are introduced: HypTrails [1] and

MixedTrails [2]. In both methods, the procedure heavily relies on the calculated evidence

for each hypothesis and on the Bayes factor as key tool for comparison.

2.4.1 HypTrails

HypTrails is a Bayesian method for comparing hypotheses about sequential data, such as

navigation paths on the Web. As the hypotheses are modeled as Markov chains, the main

idea is to express them as Dirichlet priors and to use Bayes factors for comparison. It

allows researchers to express hypotheses and evaluate their plausibility given the observed

data.

The Markov Chain Model

Let S be a given state space and D the observed data.

The model of the data is represented as a Markov chain, where εij stands for the proba-

bility of a transition from i to j. These parameters are unknown.

Similarly, the hypothesis H is also modeled as a Markov chain. The beliefs about tran-

sitions between states will be represented in a hypothesis matrix ⇀, i.e., an element ⇀ij

corresponds to the belief in the transition from state i to j. Stronger belief in a transition

is indicated by a larger value. These parameters are known since the hypotheses are given.

Bayesian Interference

To infer the unknown model ε form the data, Bayesian inference can be used. Let D

be the data consisting of observed transitions and H a hypothesis, then according to the

Bayes’ Theorem (2.1), it holds

P (ε|D,H) =
P (D|ε, H)P (ε|H)

P (D|H)
, (2.19)

where P (D|ε, H) is the likelihood function, P (ε|H) is the prior, and P (D|H) is the

marginal likelihood or evidence.

Recall that the likelihood of observing data D given the model ε is independent of the

hypothesis and is given by

P (D|ε) =
∏

i↔S

∏

j↔S

ε
nij

ij ,
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where nij represents the number of transitions from i to j.

The prior plays a crucial role in the HypTrails method as it incorporates the hypothesis.

The Dirichlet distribution Dir(ϖ)(ε) serves as the prior, where ϖ is a hyperparameter

representing a vector of pseudo counts ϖ = (ϖ1, ...,ϖn) determined by H. Due to the

definition of the Dirichlet distribution (2.2) it holds that

P (ε|H) =
∏

i↔S

1

B(ϖi)

∏

j↔S

ε
ωij↑1
ij . (2.20)

To obtain the Dirichlet parameters we need to determine the prior. Rather than employ-

ing the trial roulette method described in [1] for prior specification, we will proceed with

the reduced version in [2]. For a state transition matrix ⇀ = (⇀ij) of a hypothesis H, the

parameter of the Dirichlet distribution is calculated as ϖ = ⇁ · ⇀+ 1, where ⇁ → N0 is the

concentration factor. The concentration factor serves as an indicator of how much we be-

lieve in the hypothesis. This means that the more we believe in the hypothesis, the higher

we set the factor and vice versa. A higher factor results in a higher marginal likelihood,

if the hypothesis matches the data well, but it can also quickly lead to lower values for

incorrect hypotheses. Thus, it is recommended to use a range of di!erent concentration

factors to guarantee comparability. Adding 1 ensures hyperparameters ϖi > 0, avoiding

degenerate Dirichlet distributions.

The denominator of equation (2.19), known as the evidence, is used to compare hypothe-

ses and represents the probability of the data given a hypothesis. Inserting the definitions

yields

P (D|H) =

∫
P (D|ε)P (ε|H)dε

=

∫ ∏

i↔S

∏

j↔S

ε
nij

i,j ·
∏

i↔S

1

B(ϖi)

∏

j↔S

ε
ωij↑1
i,j dε

=
∏

i↔S

1

B(ϖi)

∫ ∏

j↔S

ε
nij+ωij↑1
i,j dε

=
∏

i↔S

B(ϖi + ni)

B(ϖi)

=
∏

i↔S

$
(∑

j ϖij

)
·
∏

j $ (nij + ϖij)

∏
j $ (ϖij) · $

(∑
j nij + ϖij

) ,

(2.21)

as (2.3) and (2.4) holds.
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Comparing Hypotheses

The aim is to determine which hypothesis fits the data best. It should be emphasized

that the comparison is only between the hypotheses, not an absolute measure of fit to the

data, but a relative one. Thus, the Bayes factor is introduced to compare two hypotheses.

Let H1, H2 be two hypotheses, assuming they are equally likely a-priori. The Bayes factor

is defined as

B1,2 =
P (D|H1)

P (D|H2)
.

This is therefore merely a comparison of the evidence of the hypotheses. As can be seen

from equation (2.21), the factor heavily depends on the choice of prior. This fact is

exploited to compare the hypotheses.

For the classification and interpretation of the factor B1,2, refer to the table in [19].

Ultimately, we can use the evidence to determine a partial order for a set of hypotheses,

but the significance of the ratios must still be checked with the Bayes factor.

2.4.2 MixedTrails

MixedTrails is an approach for comparing hypotheses about heterogeneous sequential

data. In these data, the transition behavior may vary between di!erent groups. To revisit

the weather example again, the probability of rain could change depending on whether

it is summer or fall. The seasons would represent the groups and the probabilities for

weather changes would represent the hypotheses. Another example could be the di!ering

movement patterns in a city, depending on whether the person is a tourist or a local.

Therefore, MixedTrails is an extension of HypTrails as we can now split up hypotheses.

The Mixed Transition Markov Chain Model

The mixed transition Markov chain model extends the basic Markov chain model to cap-

ture heterogeneity in sequential data. Each group g → G is associated with its own Markov

chain, where εij|g is the probability of transitioning from state i to state j in group g for

the data model. Again, the beliefs of a hypothesis are represented in a matrix ⇀, which

is now dependent on the group, i.e. ⇀ij|g is the belief in the transition from i to j for a

group g.

Furthermore, each transition t in the dataD is assigned to a group g drawn from a categor-

ical distribution γt = (γg1|t, ...γgl|t), where γg|t corresponds to the probability of transition

t belonging to group g. The group assignment can be either deterministic, where γg|t is

either 0 or 1, or probabilistic, where 0 ↗ γg|t ↗ 1.

Therefore, a hypothesis H = (γ,⇀) now consists of two elements.
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Bayesian Inference

As the procedure is similar to HypTrails, the hypothesis is incorporated as a prior. When

determining the prior, a distinction must be made between deterministic and probabilistic

group assignments.

For deterministic group assignments and a hypothesis H = (γ,⇀), the Dirichlet parame-

ters are calculated as

ϖij|g = ⇁ · ⇀ij|g + 1,

where ⇁ is the concentration factor. The approach is analogous to Subsection 2.4.1.

For probabilistic group assignments, it must also be taken into account that groups can

be assigned incorrectly. Due to the uncertain group assignment, a group can behave as a

mixture of other groups. This has to be considered when calculating the Dirichlet prior

and ⇀ must be adapted. For each transition, the probability that it is assigned to a group

g but actually belongs to another group, namely g
↘, is taken as the weighting for the

hypothesis matrix. Thus,

ϖij|g = ⇁ ·
(

1

Zi
·
∑

t↔D

(
∑

g↓↔G

γg|t · γg↓|t · ⇀ij|g↓

))
+ 1, (2.22)

where Zi is a normalization factor to obtain a probability distribution.

As in HypTrails, the evidence is used to compare the hypotheses. It is given as

P (D|H) =

∫
P (D|ε, γ)P (ε|ϖ)dε,

where P (D|ε, γ) denotes the likelihood and P (ε|ϖ) the prior. For the former follows

P (D|ε, γ) =
∏

t↔D

∑

g↔G

γg|t · εit,jt|g

=
∑

ϑ↔$

∏

(t,g)↔ϑ

γg|t · εit,jt|g

=
∑

ϑ↔$

pϑ

∏

g↔G

∏

i↔S

∏

j↔S

ε
nij|g,ω
i,j|g ,

where δ denotes an element of the set of all possible group assignments ’ and pϑ =
∏

(t,g)↔ϑ γg|t the probability of this group assignment instance. Note that the transition

counts n now depend not only on the group g but also on the instance of group assignments

δ. Recall from (2.20) that for the prior holds:

P (ε|ϖ) =
∏

g↔G

P (εg|ϖg) =
∏

g↔G

∏

i↔S

1

B(ϖi|g)

∏

j↔S

ε
ωij|g↑1

i,j|g .
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Therefore, the evidence yields

P (D|H) =

∫ ∑

ϑ↔$

pϑ

∏

g↔G

∏

i↔S

∏

j↔S

ε
nij|g,ω
i,j|g

∏

g↔G

∏

i↔S

1

B(ϖi|g)

∏

j↔S

ε
ωij|g↑1

i,j|g

∏

g↔G

dεg

=
∑

ϑ↔$

pϑ

∏

g↔G

∏

i↔S

1

B(ϖi|g)

∫ ∏

j↔S

ε
nij|g,ω+ωij|g↑1

i,j|g dεg

=
∑

ϑ↔$

pϑ

∏

g↔G

∏

i↔S

B(ni|g,ϑ + ϖi|g)

B(ϖi|g)

(2.23)

according to the definition of B(ϖ).

Remark 2.4.1. When comparing this evidence calculation with the one from HypTrails, it

is noticeable that equation (2.21) is part of equation (2.23). In fact, this corresponds to

the factors of the product across the groups, which e”ectively performs a single HypTrails

evidence calculation for each group.

Since calculating the sum of all instances of group assignments is computationally in-

tractable, we need an approximation. Therefore, we will sample from the space of all

group assignments according to pϑ.

Comparing Hypotheses

Comparing hypotheses in MixedTrails follows a similar framework to HypTrails, using

evidence as the primary metric for hypothesis comparison. The Bayes factor remains the

key tool for comparing hypotheses, defined as the ratio of evidences for two competing

hypotheses. However, this calculation is more complex due to the group-based structure

of the model and sampling is required.
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Chapter 3

HiddenTrails

With HypTrails and MixedTrails in mind, the next step is to develop a new model that

allows for an integration of a broader range of data. To accomplish this, a detailed

description of the new model is presented, followed by the demonstration of two distinct

methods for its evaluation, which are named HiddenTrails and HiddenGroupTrails in

analogy to the ”-trails series”.

3.1 Structural Framework

First, we will derive the new model from already known settings. Then we will consider

how to model the hypotheses and estimate unknown parameters.

3.1.1 From MixedTrails to a New Model

As with MixedTrails, we now address heterogeneous data. This means that patterns in the

data can vary depending on the group and, thus, the data can no longer be fitted using a

hypothesis consisting of only one belief. In MixedTrails, each group has its own belief and

each transition in the data is assigned to a group. However, this implies that the group,

or at least the group assignment probability, is known for each transition. Although, in

practice, this is rarely the case. Compare, for instance, the movement pattern of tourists

in a city who are visiting sights. This changes depending on whether the tourists are still

fit and therefore walk to sights located further out or are tired and, thus, only stay in the

city center. It is not known in which condition, that is in which group, the tourists are in,

hence a transition cannot be assigned to a condition. User behavior in online stores can

serve as another example: Depending on the group of the user, say there are those users

who only keep their eyes open for bargains and others who are searching for specific types

of products, the beliefs about which products the user is likely to consider at are changing.
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This can be particularly relevant in the area of advertising and product recommendations.

In both scenarios, MixedTrails is unable to assign the transitions to groups in a meaningful

way, as the customer segment for an individual shopping transition or the fitness level of

a tourist is not clearly categorized or known based on the data. Even probabilistic group

assignments cannot capture this completely. One could even say that the groups are

hidden.

To cope with hidden states, the Hidden Markov Model ς = (%,”, A,B, ϑ) was introduced

in the last chapter. However, as both HMMs and the MixedTrails model work with groups,

this raises the question of the extent to which familiar concepts can be transferred. The

elements of an HMM are now examined to determine what role they play in modeling and

to what extent an analogy can be drawn with MixedTrails:

!: The set of hidden states now corresponds to the set of groups G. Its cardinality is

given by n = |G|.

”: The observation space ” represents the transitions in the state space S since we

now infer the hypothesis, i.e., state transition probabilities, from the hidden state.

Therefore its cardinality is m = |S| · |S|.

A: Since the transitions can no longer be directly assigned to a group because they

are hidden, we have to refer to the group transition probability A → Rn↓n. This

does not replace the group assignment γ, but it can be used to model dependencies

between the groups.

B: The emission matrix B incorporates the hypotheses themselves. The concept will

later be discussed in Subsection 3.1.2.

ω: The initial distribution is generally unknown and does not play a major role. There

is no analogy to MixedTrails, as there were direct group assignments and no Markov

chain with such a property.

First, a graphical comparison should be made between MixedTrails and the new method

with HMMs, see Figure 3.1 and Figure 3.2 respectively.

The first thing to notice is that transitions t → D in the new model are not directly

assigned to groups, unlike in MixedTrails. The groups are no longer static objects, but

are instead understood as a hidden Markov chain. Now, the group assignment of the

transitions can only follow indirectly from the Markov chain. This allows (possibly hid-

den) dependencies between the groups to be expressed, which was not possible previously.

Also, in MixedTrails the group assignment was part of the hypothesis, whereas here it is
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Group 1 Group 2

t → D

γg1|t γg2|t

1 2

3

4

5

1 2
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5

⇀12|g1 ⇀21|g2

Figure 3.1: Visualization of Mixed Trails with two user groups
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1 2
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⇀12|g1 ⇀21|g2

Figure 3.2: Visualization of HiddenTrails with two latent groups
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detached from it and only the number of groups is part of it.

Note that the groups are hidden states and therefore the group transition probabilities

are unknown. Thus, they have to be estimated here. This procedure is described further

in Subsection 3.1.3.

Furthermore, we need to clarify the role of emissions ” and emission probabilities B of

HMMs in the new method. Unlike traditional HMMs, where emissions represent observed

states, our approach defines emissions as observed transitions between states. Accordingly,

the emission probability captures the probability for a transition and therefore incorpo-

rates the belief for each group. In particular, these are known in contrast to the groups

and group probabilities.

In summary, a hypothesis consists of the number of hidden states, i.e., groups, and the

emission probabilities, i.e., beliefs.

Now that the model has been set up, three important things remain to be clarified.

First, we need to take a closer look at the emission probabilities as beliefs and how to

formalize them. This is provided in Subsection 3.1.2.

Secondly, unknown parameters, such as the group transition probabilities, must be in-

ferred. See Subsection 3.1.3 for a discussion of this method.

Finally, while HMMs are good for modeling data patterns, it is initially unclear how to

evaluate and compare hypotheses. Thus, we need a method to calculate the evidence of

the new model. This is derived in Section 3.2 using the already known methods HypTrails

and MixedTrails.

3.1.2 Encoding Beliefs in the Emission Matrix

We now need to consider how to model the beliefs in the HMM of the new method. As

already mentioned, this is realized through the emission probabilities. However, we need

to move away from the idea that the emissions are the states S, which intuitively comes

in mind, but instead they represent the observed transitions between those states.

The idea behind this is basically the same as with MixedTrails: A group has an associated

Markov chain that represents the belief. Formally, however, we do not have a Markov

chain as an observation in an HMM, but rather the transitions between the states.

Initially, the transition probabilities of the Markov chain for the data are given by a

matrix ε which is unknown. The beliefs for a group g can be set up classically as a

matrix ⇀g → R|S|↓|S|. Here, ⇀ij|g represents the probability of how much we believe in

the transition from i to j and, naturally,
∑

j ⇀ij|g = 1. This is already known from the

previous models and should continue to serve as an intuitive view for the new method.

However, these matrices must now be adapted to the HMM, i.e., converted into emission

matrices. In the follwoing subsection this becomes particularly important when working
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with an HMM to derive hidden probabilities.

Recall how emissions were described when HMMs were introduced: they are observable

states that are assumed with a certain probability depending on the hidden state. Now,

we cannot take the states, i.e., elements of S, as emissions, because we cannot infer them

directly from the groups. Instead, we have to include the matrices ⇀ and ε, and therefore

observe a transition rather than a real state. As a result, the observation space ” has the

cardinality |S| · |S| and the emission matrix B is of the form R|G|↓|S|2 .

As an example, consider a model consisting of groups G = {g1, g2} and state space

S = {s1, s2, s3}. For the two hypothesis matrices ⇀g1 and ⇀g2 , B could then look as

follows:

B =

(ϖ11|g1
Cg1

ϖ12|g1
Cg1

ϖ13|g1
Cg1

ϖ21|g1
Cg1

...
ϖ33|g1
Cg1

ϖ11|g2
Cg2

ϖ12|g2
Cg2

ϖ13|g2
Cg2

ϖ21|g2
Cg2

...
ϖ33|g2
Cg2

)
,

where Cgi denotes a normalization constant, such that
∑

j bij = 1 for i → 1, 2. This ensures

that every row in B is a probability distribution.

This formal way of considering beliefs as emission probabilities in the HMM is in principle

only important for the application of the Baum-Welch algorithm for estimating unknown

parameters. Afterwards, the intuitive and already known hypothesis matrix ⇀g can be

used again to calculate the evidence.

3.1.3 Estimating Group Transition Probabilities

There is an algorithm already known for deriving unknown parameters in an HMM: The

Baum-Welch algorithm. This algorithm estimates the group transition probabilities, the

initial probabilities and the emission probabilities. However, we do not want to estimate

the emission probabilities at all - quite the opposite: they are an important part of our

hypothesis and must therefore not be changed whatsoever. However, as already mentioned

in Remark 2.3.6, it is possible to perform this algorithm with fixed values for some of the

parameters, in our case the emission probability B. This procedure will now be explained

in more detail.

Let ς = (%,”, A,B, ϑ) be a Hidden Markov Model and ς̂ = (%,”, Â, B, ϑ̂) the improved

model, where Â and ϑ̂ are calculated according to (2.16). The question now arises as to

whether the assertions of the Baum-Welch algorithm still applies in the same way with

fixed probabilities.

The equations from Subsection 2.3.3 can in principle be transferred for this defined ς̂.

Theorem 2.3.3 and its proof remain the same, but Theorem 2.3.4 needs a modification. It

can no longer be ensured that ς̂ actually maximizes the function Qε, but this condition

is not even necessary. For Theorem 2.3.3, it is su&cient to show that

Qε(ς) ↗ Qε(ς̂). (3.1)
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Recall from the proof of Theorem 2.3.4 that

Qε(ς̂) =
∑

i↔”

↽1(i) log ϑ̂i +
∑

i↔”

∑

j↔”

T↑1∑

t=1

↽t(i, j) log âij +
∑

j↔”

∑

k↔#

∑

t↔yt=yk

↽t(j) log bj(yk)

with fixed emission probability matrix B. Note that the last summand is equal to the last

summand of Qε(ς). Since we already know that Â and ϑ̂, given by the update formulas

(2.16), improve Qε, (3.1) holds. Although we might obtain a model that is not as optimal

as one with learned emission probabilities due to the constrained space, convergence is

guaranteed.

Since only the emission probabilities of the HMM are known, the Baum Welch algorithm

must be applied for each hypothesis to estimate the remaining parameters.

Remark 3.1.1. The addition of an ▷ > 0 to the emission probabilities might possibly be

required for the computer calculation of the Baum-Welch algorithm. This eliminates the

zero entries and is therefore particularly important for sparse matrices. The author chose

▷ = 1e↑8. The addition of such a small ▷ hardly falsified or a”ected the results of the

Baum-Welch algorithm, instead it stabilizes them.

3.2 Comparing Hypotheses: Evidence Calculation

To calculate the evidence for the new method, two already known approaches are possi-

ble: HypTrails and MixedTrails. However, since we are working with a Hidden Markov

Model, both have to be adapted, because in HypTrails no groups are represented and in

MixedTrails the group assignments are known. Both approaches are now discussed.

3.2.1 HypTrails Approach: HiddenTrails

As already mentioned, HypTrails works with a completely di!erent underlying structure

than the new model. In contrast to an extensive HMM, only a Markov chain is used

without any further group structures. However, this also means that for the transfer to

the HypTrails setting, the hidden groups have to be incorporated into the Markov chain

itself.

To better visualize this, consider a transition from state i to state j. In HypTrails, the

belief in this transition is represented as ⇀ij. In an HMM, the belief of this transition

depends on the group g, i.e. ⇀ij|g. For the transition i to j, we must therefore first include

the group transition to g and then ⇀ij|g. Formally, the belief of this transition in a Markov

chain considering the HMM is given as

⇀̃ij =
∑

g1↔G

∑

g2↔G

γ̃g1|ij · ag1,g2 · ⇀ij|g2 , (3.2)
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where γ̃g1|ij is the probability that a transition i to j belongs to group g1.

We now need to think further about the individual components of this formula. The matrix

⇀ is given by the hypothesis and ag1,g2 as group transition probability was estimated by

the Baum-Welch algorithm, but γ̃g1|ij as general probability of group g1 for transition i to

j is not actually known per se. However, it can be estimated using the group transition

probability and the hypothesis. The probability of admitting group g1 in transition i to j

is therefore

γ̃g1|ij =

∑
g2↔G

ag2,g1⇀ij|g1

Nij
, (3.3)

where Nij =
∑

g3↔G
∑

g4↔G ag3,g4⇀ij|g4 serves as a normalization factor. Note that the

value does not represent the general probability for the group, as the stationary distri-

bution would, but is instead transition-specific. This means that this probability can

vary depending on the states of the transition. The notation is due to the fact that this

probability has certain similarities to the group assignment probability from MixedTrails.

There, however, it is part of the hypothesis, whereas here it is estimated from the hypoth-

esis.

Combining (3.3) with (3.2) yields

⇀̃ij =
∑

g1↔G

∑

g2↔G

∑

g3↔G

ag3,g1⇀ij|g1∑
g4↔G

∑
g5↔G

ag5,g4⇀ij|g4
· ag1,g2 · ⇀ij|g2 .

Finally, we have managed to express the HMM as a simple Markov chain, since ⇀̃ can

now represent the state transition probability.

Recall from Subsection 2.4.1 that we need to compute the prior ϖij for evidence calculation.

This was given by ϖ = ⇁ · ⇀ + 1, where ⇁ is the concentration factor. Inserting ⇀̃ for ⇀

yields

ϖij = ⇁




∑

g1↔G

∑

g2↔G

∑

g3↔G

ag3,g1⇀ij|g1∑
g4↔G

∑
g5↔G

ag5,g4⇀ij|g4
· ag1,g2 · ⇀ij|g2



+ 1.

Since ϖij and nij are now determined, the evidence P (D|H) can be calculated as already

known, see equation (2.21).

Remark 3.2.1. In fact, the evidence in this case is not an evidence in the Bayesian sense,

as it does not reflect the complexity of the model. Due to the fact that we have remodeled

the HMM to a Markov chain to use HypTrails, some of its complexity, namely the group

structure, is lost. As a result, two models could have the same evidence if they fit the data

equally well, even though one is more complex than the other. Discussion and evaluation

of this principle is conducted later in this chapter. For an example with the same evidence

for models with di”erent degrees of complexity, refer to Chapter 4.
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Therefore, the next step is to consider a method that takes the complexity of the model

into account.

3.2.2 MixedTrails Approach: HiddenGroupTrails

Recall the di!erences to MixedTrails highlighted at the beginning of the section: the

transitions in the data had a proper group assignment probability, whereas now the groups

are represented by a hidden Markov chain. This means in order to be able to transfer

the evidence calculation of MixedTrails, a way must be found to obtain the probability

of the groups for a transition. Fortunately, we have already done this, see (3.3). The

probability γ̃g|ij of a group g for a transition i to j, originally exploited to simplify a

Hidden Markov Model into a Markov chain, can now be used for the MixedTrails based

evidence calculation without breaking the structure of the HMM.

Note that γ̃g|ij serves only as a substitute for the probabilistic group assignment probability

γg|t. While γ assigns a group to each transition t in the data as part of the hypothesis,

we have now only estimated a group probability for a transition from i to j given the

hypothesis. This means that originally in the MixedTrails idea di!erent transitions from

i to j could have di!erent group assignment probabilities, whereas now they are the same

for all transitions i to j given in the data. Formally this means:

γg|t = γ̃g|ij, where t is a transition from i to j.

However, this is only a small limitation.

The calculation of ϖ, see (2.22), and the probability of an instantiation of group assign-

ments pϑ can be adapted accordingly. Consequently, the evidence is given as

P (D|H) =
∑

ϑ↔$

pϑ

∏

g↔G

∏

i↔”

B(ni|g,ϑ + ϖi|g)

B(ϖi|g)
.

Be aware that this calculation again requires sampling over the group assignment instances

according to pϑ, since it is computationally intractable to sum over all of them.

3.2.3 Comparing both Approaches

First of all, it is noticeable that both approaches deal di!erently with the complexity of

hypotheses. Generally speaking, the complexity of a model is characterized by the number

of free parameters and the size of the parameter space.

In science, there is a rather heuristic concept for coping with complexity: Occam’s Razor.

It states that simpler hypotheses are preferable if they fit the data equally well leading to

favoring less flexible hypotheses as they cover a smaller range of data. This principle is an
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important part of Bayesian inference. Refer to [20] and [21] for a more detailed discussion.

Initially, it should be mentioned that HypTrails and MixedTrails, as introduced in Chapter

2, both include Occam’s Razor. Due to the transfer to Hidden Markov Models, however,

this principle must be reconsidered in the new methods. In fact, we lose Occam’s Razor

by using HiddenTrails for the evidence calculation for HMMs, see Remark 3.2.1.

In contrast, the calculation with the HiddenGroupTrails preserves the principle. This is

due to the fact that the groups are not indirectly incorporated and instead we multiply

across the groups. As a result, the evidence generally becomes smaller the more groups

the hypothesis contains, i.e. the more complex the hypothesis is. As a result, there is a

trade-o! between model fit and model complexity. Multiplying across the groups as well

as sampling over group assignment instances leads to a significantly higher computing

time, which in turn is a disadvantage of the HiddenGroupTrails approach.

Although the evidence of the HiddenTrails method does not support the complexity dis-

tinction, this approach is certainly justified. It is particularly suitable when the goal is to

classify purely according to the fit of the models and without considering their complex-

ity. Nevertheless, for hypotheses with similar or equal complexity, both approaches can

be used, as they lead to the same hypothesis ranking.

Generally speaking, the new model is heavily dependent on estimated parameters. On

the one hand it relies on the estimated group transition p(g1|g2) of the Baum-Welch al-

gorithm, on the other hand on the estimated group probability γ̃g|ij per transition, both

in the HiddenTrails approach and in the HiddenGroupTrails approach. This dependence

is a major source of error due to the large influence on the evidence calculation and must

therefore be checked and kept in mind. However, the estimation also makes the hypothesis

of the new method simpler: in contrast to MixedTrails, the group assignment is not part

of the hypothesis, which makes it more flexible.
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Chapter 4

Experiments

Now that the model has been introduced and explained, it will be evaluated using test

data. To this end, various hypotheses will be formulated and compared using the model.

The strengths and weaknesses of the model, which were already mentioned in the last

chapter, are taken up again and discussed.

We consider the model on a purely constructed, synthetic data set. This setting is the

same as the one that was applied in the HypTrails [1] and MixedTrails [2] evaluations.

Assume a graph with 100 nodes that corresponds to the state space S. This graph should

resemble the shape of a Barabási-Albert model for scale-free networks which was intro-

duced by Barabási and Albert, see [22]. It is characterized by two fundamental principles:

growth and preferential attachment. This means that a graph grows larger over time and

new nodes are more likely to connect to nodes with a high degree. In our setting, starting

with 10 nodes, we specify that a new node in the graph should be connected to 10 existing

nodes with preferential attachment.

Based on this graph structure, its nodes are now to be colored red and blue. Therefore,

each node is attributed a color c → {red, blue} with probability pc = 0.5 1.

The graph constructed in this way is illustrated in Figure 4.1.

The synthetic data on this graph are now generated using graph walkers. To do this, we

define that a walker takes 10 steps and behaves according to a pattern, e.g., only walks

to red nodes. In order to have su&ciently conclusive data, we let a walker perform 10.000

walks.

As already known, hypotheses in the new model consist of beliefs, which can be expressed

with the walker patterns. Some of these beliefs, along with the hypotheses derived from

them, will now be presented.

1
Of course, more colors can be used. For specific hypotheses we will use a graph with the colors red,

blue and green with corresponding pc =
1
3 .
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Figure 4.1: A two-colored Barabási-Albert graph with 100 nodes

The Colored Walker. The Colored Walker is designed to choose its next step purely

on its assigned color. For example, a red walker will only transfer to an adjacent, i.e.

connected, red node and the probability of choosing the next step is equally distributed

among the adjacent red nodes. An exception is made in the event that there are no ad-

jacent nodes with a compatible color. Then the walker randomly moves to an adjacent

node and ignores the color in this step. In this thesis, red, blue and, in the case of a

three-colored graph, also green walkers are considered.

The Link Walker. The Link Walker ignores the colors of the nodes on its walks and

only follows the adjacent nodes. The probability of selecting any adjacent node as the

next step is uniformly distributed. The next step in the walk is always guaranteed, as

each node has at least 10 edges.

The Teleport Walker. The Teleport Walker chooses the next step in the graph randomly

among all nodes and therefore “teleports” through the graph. In particular, it does not

follow any links.

The Random Walker. The Random Walker also ignores all colors and links between

the nodes, but unlike the Teleport Walker, it does not teleport uniformly distributed on

the graph. The walker moves according to a transition matrix where each row contains a
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random, non-uniform probability distribution, with about 65% of the matrix entries being

non-zero.

The Mixed Colored Walker. The Mixed Colored Walker takes more than one color into

account in its movement pattern. For instance, a red-blue walker can choose between

red and blue nodes equally as the next step. Such a type of walker only makes sense in

three-color graphs, otherwise it would only correspond to the Link Walker.

The Color Teleport Walker. This walker behaves like a mix of the Teleport Walker and

the Colored Walker. It ignores the connections and teleports to a random node, but only

of its given color.

The Degree Walker. The Degree Walker can only move within the graph structure and

ignores the colors of the nodes. It prefers nodes based on their degree, i.e. the number of

connections of this node. We can choose between a walker that prefers nodes with a low

degree or a high degree.

In this setting, a hypothesis consists of the beliefs specified for each group — in this

case, for each walker. The hypotheses used in the following examples will now be pre-

sented.

The Red-Blue Hypothesis. The Red-Blue Hypothesis now consists of two groups: the

Red Walker and the Blue Walker. This means, depending on its group, the walker only

follows the color associated with that group. Within its walk, color changes are possible

through group transitions.

The Link-Teleport Hypothesis. The Link-Teleport Hypothesis consists of the Link Walker

group and the Teleport Walker group. This therefore does not take any colors of the

graph into account.

The Random-Teleport Hypothesis. This hypothesis is made of two groups: the Random

Walker and the Teleport Walker. This does not include the graph structure at all and

will thus serve as an example of a hypothesis that does not fit the data.

The Red-Blue-Green Hypothesis. The Red-Blue-Green Hypothesis is similar to the Red-

Blue Hypothesis, but consists of three groups.
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The Mixed Hypothesis. The Mixed Hypothesis is composed of four groups: a Blue Walker,

a Green Walker, a Red-Blue Walker and a Red-Green Walker. In particular, this hypoth-

esis can fit the same data as the Red-Blue-Green Hypothesis.

The TeleportRed-TeleportBlue Hypothesis. The TeleportRed-TeleportBlue Hypothesis is

structured in the same way as the Red-Blue Hypothesis, except that it has a Red Teleport

Walker and a Blue Teleport Walker. In contrast to the Red-Blue Hypothesis, the graph

structure is ignored here.

The LowDegree-HighDegree Hypothesis. This hypothesis places a completely di!erent

focus than the previous ones, i.e. on the degree of nodes. It consists of two Degree Walk-

ers, one that favors nodes with a low degree and one that favors nodes with a high degree.

The hypotheses presented here now serve to demonstrate the newly introduced meth-

ods HiddenTrails and HiddenGroupTrails on synthetic data. First, a simple example will

illustrate how this works. We will then consider the e!ects of noise in the data and the

di!erences in the results of the methods for hypotheses of varying complexity.

4.1 A First Example

In this first experiment, the various aspects of the newly introduced models will be pre-

sented. Three hypotheses will be compared: One that fits the data well, one that only

partially fits the data and one that cannot fit the data at all. In particular, not only the

results provided by the evidence calculation will be discussed, but also the Baum-Welch

algorithm as an intermediate step.

The synthetic data set has now been generated as follows: The underlying graph is a

two-colored Barabási-Albert graph with 100 nodes and there are a total of 10.000 walks

of 10 steps each. For the sake of simplicity, the colors of the graph are set to red and blue.

The walks are performed by a walker that moves along the links and moves 80% to an

adjacent node of the color of its current node and 20% to an adjacent node of the other

color. These transitions are then processed into sequences that form the underlying data

set for our test.

Three hypotheses are now used for our experiment: the Red-Blue Hypothesis H1, the

Link-Teleport Hypothesis H2 and the Random-Teleport Hypothesis H3.

What would we ideally expect as a result? The Red-Blue Hypothesis explains exactly the

data: The walker stays with its colors, and color changes are explained by the group tran-

sitions. This means that this hypothesis should be ranked as the best. The Link-Teleport
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Hypothesis only partially fits the data: The walker with which the data was generated

is oriented to the links, but stays with its color more often than a Link Walker. The

Teleport Walker cannot fit the data. The Random-Teleport Hypothesis cannot match the

data at all, as none of the walkers’ behaviors are reflected in the sequences, and should

therefore be ranked last.

Results of the Baum-Welch Algorithm

Before the evidence can be calculated with HiddenTrails or HiddenGroupTrails, the group

transition probabilities must first be estimated using the Baum-Welch algorithm with fixed

emission probabilities, see Subsection 3.1.3. These2 are listed here in order to be able to

understand the final results.

For the first hypothesis H1 with group transition matrix A1, we obtain

A1 =

(
0.796 0.204

0.199 0.801

)

which corresponds essentially to the probability to stay with the color of the current node

80% of the time. This makes sense with the underlying data. For the sake of completeness,

the stationary distribution exists and is given as

ϱ1 =
(
0.493 0.507

)
.

This means that the walker is a red walker 50% of the time and a blue walker 50% of the

time, as both groups are balanced.

For the Link-Teleport Hypothesis H2, the Baum-Welch Algorithm yields

A2 =

(
1 0

1 0

)

and, consequently,

ϱ2 =
(
1 0

)
.

The stationary distribution ϱ2 shows that this is a very unbalanced Markov chain and

that the first group is clearly favored. This is due to the fact that the first belief, the Link

Walker, still fits the data quite well, while the second belief, the Teleport Walker, is not

reflected in the data at all.

For the last hypothesisH3, it is not intuitively clear what the group transition probabilities

can look like, as neither belief is found in the data. The algorithm provides

A3 =

(
0.012 0.988

0.055 0.945

)

2
For practical reasons, the results of the Baum-Welch Algorithm presented here are rounded up three

decimal digits.
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which results in a stationary distribution

ϱ3 =
(
0.053 0.947

)
.

Using the estimated group transitions for each hypothesis, the evidence can now be cal-

culated applying the two known methods.

HiddenTrails

First, the evidence of the hypotheses is calculated with HiddenTrails. Refer to Figure 4.2

for the results.

Figure 4.2: Example 1: Evaluation of HiddenTrails

The Red-Blue Hypothesis (green dashed line with circles), the Link-Teleport Hypothe-

sis (orange solid line with triangles) and the Random-Teleport Hypothesis (blue dotted

line with stars) are shown in the figure. The y-axis represents the evidence, also called

marginal likelihood, where a higher evidence score indicates a hypothesis that better ex-

plains the data. The x-axis represents di!erent values for the concentration factor ⇁. As

already mentioned in Chapter 2, the concentration factor measures how much we belief

in a hypothesis and, hence, it is recommended to try out di!erent factors. In this experi-

ment, ⇁ → {0, 1, 2, 3, 4, 5, 10, 20, 100, 1000, 10000, 100000} is used.

The figure can now be evaluated as follows: The Random-Teleport Hypothesis decreases

very significantly, while the other two hypotheses increase a little. It follows that H3 does

not fit the data well and is therefore ranked behind the others. Both the first and second
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hypotheses perform well, but the former scores slightly better. Therefore, the Red-Blue

Hypothesis should be ranked before the Link-Teleport Hypothesis.

This aligns perfectly with our expectations. The Random-Teleport Hypothesis disregards

both the graph’s connections and the node colors, despite these factors being essential

in the data generation process. The other two hypotheses take this into account, which

is why they are ranked higher. The Link-Teleport Hypothesis describes the data quite

well due to the influence of the Link Walker, especially since this makes up the majority

of the hypothesis according to the stationary distribution of the Baum-Welch algorithm.

Since it has no color preference, which is present in the data, it is below the Red-Blue

Hypothesis, as expected.

HiddenGroupTrails

The next step is to compare the three hypotheses using HiddenGroupTrails. The results

can be seen in Figure 4.3.

Figure 4.3: Example 1: Evaluation of HiddenGroupTrails

The figure shows the evidence for the Red-Blue Hypothesis (green dashed line with circles),

the Link-Teleport Hypothesis (orange solid line with triangles) and the Random-Teleport

Hypothesis (blue dotted line with stars) over a range of concentration factors ⇁. The

Red-Blue Hypothesis performs well in HiddenGroupTrails and it is clearly outperforming

the other hypotheses. This is consistent with the fact that it can fit the data well. On

the other hand, the Random-Teleport Hypothesis rapidly declines. This also confirms our



50 Experiments

assumptions, as neither of the two beliefs can explain the data well. Lastly, the Link-

Teleport evidence neither rises nor falls significantly because it can fit part of the data,

but not all of it.

Overall, the ranking of the hypotheses is therefore as expected.

You may have noticed that for ⇁ = 0 the evidences do not have the same values, in contrast

to HiddenTrails. Specifically, Red-Blue has higher initial evidence even at the outset. This

phenomenon is due to the high influence of group transitions or group assignments in the

calculation for small ⇁. Hypotheses with group assignments aligning closely with the data

are consequently assigned higher evidence early on. Since hypothesis H1 incorporates a

group assignment that matches the data, its evidence for small ⇁ is higher. As ⇁ increases,

the influence of emission probabilities or beliefs gains importance, see [2]. The distance

between the plots for the Red-Blue Hypothesis and the Link-Teleport Hypothesis does not

decrease in Figure 4.3 with increasing kappa, since the Link-Teleport Hypothesis cannot

fit the data better than the beliefs of the Red-Blue Hypothesis.

Ultimately, this shows that HiddenTrails and HiddenGroupTrails both deliver the same

result, although the evidence behaves slightly di!erently.

4.2 Robustness Analysis Under Noisy Conditions

One problem that frequently occurs in data and should not be ignored is noise. Noise can

be seen as a distortion of the real data, for example due to measurement inaccuracies.

This makes it all the more important that methods are stable and can cope with this.

Since in this thesis, we are working with synthetically generated data and therefore noise

is not included in the data per se, we have to add this manually. In our case, we see noise

as random jumping between the nodes without consideration of the graph structure, i.e.

the Teleport Walker.

The generated data is the same as in the previous example. The sequences are generated

on the two-colored Barabási-Albert graph by a walker that stays with its color 80% of

the time and changes 20% of the time. We now create a second data set in the same way,

except that we now add 10% noise. This means that the walker has a 10% probability

of teleporting to a random node and continues its walk from there. The results are then

compared between these two data sets in order to evaluate the e!ects of noise on the two

methods.

The hypotheses must be reselected for this example. As already mentioned, our defini-

tion of noise corresponds to the Teleport Walker and it would not make sense to choose

pure noise as part of the hypothesis. As before, we choose Red-Blue as hypothesis H1.

Since this again corresponds to the generated data, we expect the hypothesis to perform
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well and be ranked first. As hypothesis H2 the TeleportRed-TeleportBlue Hypothesis is

selected. It will be interesting to look at this behavior under noise, as both walkers can

teleport, but not completely randomly, as would be the case with noise. Finally, the

LowDegree-HighDegree Hypothesis H3 is considered.

We will now look at how noise in the data a!ects the results of HiddenTrails and Hid-

denGroupTrails. It can be expected that the evidence will generally decrease, as the data

can no longer be fully fitted, but the ranking of the hypotheses should remain the same.

Results of the Baum-Welch Algorithm

HiddenTrails and HiddenGroupTrails require robust performance of the Baum-Welch al-

gorithm under noise to ensure stable outcomes, as their accuracy is tightly linked to the

quality of the algorithm’s parameter estimates. Therefore, the group transition probabil-

ities estimated by the algorithm and the resulting stationary distributions are now given

once without and once with noise.

For the first hypothesis, the Baum-Welch result is already known. It can be seen that

noise changes the result, but only to a small extent:

A1 =

(
0.8 0.2

0.202 0.798

)
A1,noise =

(
0.787 0.213

0.216 0.784

)

Therefore, the stationary distribution ϱ1 remains quite balanced for both group transition

probabilities.

ϱ1 =
(
0.503 0.497

)
ϱ1,noise =

(
0.504 0.496

)

The second hypothesis also provides an expected result from the Baum-Welch algorithm:

A2 =

(
0.798 0.202

0.2 0.8

)
A2,noise =

(
0.74 0.26

0.258 0.742

)

Like the first hypothesis, the walker has an 80% probability of remaining in his group

and noise has only a small impact. This means that the stationary distribution is also

balanced again.

ϱ2 =
(
0.497 0.503

)
ϱ2,noise =

(
0.499 0.501

)

Since the degree of the next node was not taken into account when generating the data,

the group transition probabilities are almost the same.

A3 =

(
0.487 0.513

0.565 0.435

)
A3,noise =

(
0.448 0.552

0.554 0.445

)
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For the stationary distribution, it follows:

ϱ3 =
(
0.524 0.476

)
ϱ3,noise =

(
0.501 0.499

)

In summary, it can be said that noise in the data does not have a major impact on the

results of the Baum-Welch algorithm and the outputs are still within the expected range.

It now remains to examine how HiddenTrails and HiddenGroupTrails perform in the pres-

ence of noise.

HiddenTrails

First, the evidence of the hypotheses H1, H2 and H3 is calculated on data without noise

using the HiddenTrails method in order to create a benchmark. The results for various

concentration factors ⇁ are shown in the figure below.

Figure 4.4: Example 2: Evaluation of HiddenTrails without noise

This figure shows the Red-Blue Hypothesis H1 (green dashed line with circles), the

TeleportRed-TeleportBlue Hypothesis H2 (orange solid line with triangles) and the

LowDegree-HighDegree Hypothesis H3 (blue dotted line with stars). As expected, H1

performs best as it fits the data most accurately. H3 still takes the graph structure into

account, which the generated data is based on, and, thus, it is ranked second. H2, on the

other hand, performs poorly due to the teleporting of the walkers.

The next step is to investigate how adding 10% noise to the data a!ects the results. This

is displayed in Figure 4.5.
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Figure 4.5: Example 2: Evaluation of HiddenTrails with noise

First of all, it should be noted that we have achieved our goal: Despite noise in the data,

the hypotheses were still ranked in a meaningful and consistent manner. The final results

are equal to the one without noisy data.

The di!erence to the previous evidence is that the evidence now is generally lower. It

is also noticeable that the Red-Blue Hypothesis and LowDegree-HighDegree Hypothesis

decrease at a certain concentration factor. This is because both hypotheses fit the data

less well due to the noise and the more we believe in a hypothesis, i.e. the higher the

concentration factor, the lower the evidence becomes. In contrast, however, the evidence

of the RandomRed-RandomBlue Hypothesis remains stable. This is because the walker

fits the pure noise well due to its teleport property, but not the remaining, noise-free data.

In conclusion, HiddenTrails also works with noisy data in this example.

HiddenGroupTrails

Now HiddenGroupTrails will also be used with the same hypotheses on noisy data. As

an initial step, Figure 4.6 is used as a benchmark for evaluating subsequent results.

HiddenGroupTrails delivers the expected results: Red-Blue is ranked as the best hypoth-

esis, followed by LowDegree-HighDegree and finally TeleportRed-TeleportBlue. Since the

Red-Blue Hypothesis fits the generated data well, the evidence performs well, while it

decreases sharply again for the TeleportRed-TeleportBlue Hypothesis. The di!erence in

the evidence for small ⇁ is again due to group assignment.

Now it gets interesting with 10% noise in the data. These results are presented in Figure

4.7.
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Figure 4.6: Example 2: Evaluation of HiddenGroupTrails without noise

Figure 4.7: Example 2: Evaluation of HiddenGroupTrails with noise

Again, the evidence is generally lower and for the two hypotheses Red-Blue and

LowDegree-HighDegree, which do not involve teleporting their walker, and the evidence

curve decreases at a certain concentration factor. The evidence for the TeleportRed-

TeleportBlue Hypothesis is roughly the same.

The orange and blue lines will intersect again between ⇁ = 1000000 and ⇁ = 10000000.
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It follows that we must be careful with the choice of the concentration factor and it is

important to look at the development of the evidence over several values.

Ultimately, HiddenGroupTrails also works with noisy data in this example.

Remark 4.2.1. Although the results presented in this example are only for a fixed noise

level of 10%, di”erent noise levels were additionally tested, i.e., 20%, 30%, 40%, and

50%. For the sake of completeness, these results should be briefly discussed.

As the noise level rises, the results of the Baum-Welch algorithm become increasingly

inaccurate and slowly approach a group transition probability of 0.5. Especially, they

oscillate slightly for the hypothesis H3. For H1, the hypothesis on which the data were

generated without noise, the results remain relatively accurate even with 50% noise and

only deviate by 0.1 from the expected results.

In the final results for HiddenTrails and HiddenGroupTrails, the evidence for hypotheses

H1 and H3 decreases more and more at higher noise levels, while the evidence values for

H2 do not change. It follows that H2 asserts itself as the better performing hypothesis

from 30% noise and above. In particular, it no longer intersects the other hypothesis from

40% noise upwards in HiddenGroupTrails, as the evidence for H2 is permanently higher.

Since this hypothesis incorporates noise, this is to be expected. Although the evidence

values of the other two hypotheses decrease more sharply with increasing ⇁, they both do

so to the same extent. Without a hypothesis containing noise, the ranking will still be well

preserved.

4.3 Impact of Model Complexity on Hypothesis Evaluation

As already described in Subsection 3.2.3 for comparing the two methods, HiddenTrails and

HiddenGroupTrails deal di!erently with varying complexity of the hypotheses. Therefore,

an example will now be shown in which two hypotheses fit the data equally well but are

di!erently complex, and then the behavior of the two models will be discussed on the

basis of the results.

The best way to vary the complexity of the hypotheses is to use di!erent numbers of

groups. Hence, we now use a three-colored Barabási-Albert graph with 100 nodes, con-

sisting of red, blue, and green nodes. We generate data sequences with a walker that stays

with its current color 60% of the time and changes to one color 20% of the time and to

the other color 20% of the time. In addition, a second data set is created in the same way

with 10% noise.

Now four hypotheses are compared with HiddenTrails and HiddenGroupTrails that ful-

fill the following criteria. We need two hypotheses with equal data fit, but one is more

complex than the other. We want a third hypothesis which fits the data slightly less well,
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but is less complex than the other two. In addition, there should be a fourth hypothesis

that cannot fit the data in some cases, but is also less complex than the first two. This

choice of hypotheses makes it straightforward to analyze the influence of complexity on

the results.

We choose as H1 the Red-Blue-Green Hypothesis and for H2 the Mixed Hypothesis. Be-

cause of their colored walkers, they should both fit the data equally well, but due to the

smaller number of groups, Red-Blue-Green is less complex. The Link-Teleport is chosen

for H3, as this is even less complex with two groups and Link can explain all transitions,

but not the color preferences in the data. Last but not least, the Red-Blue Hypothesis

is selected as H4, as this is also less complex, but the green component in the walkers is

completely missing.

Recall from Remark 3.2.1, that in HiddenTrails, hypotheses are evaluated solely based on

how well they fit the data, without explicitly penalizing for their complexity. In contrast,

HiddenGroupTrails incorporates Occam’s Razor by penalizing more complex hypotheses,

reflected in lower evidence scores for hypotheses with more groups. So what do we expect

as a result? Primarily, the goal of both methods is to rank highest the hypothesis that best

fits the data, even if there is a less complex one that provides poorer fit. Only the two fa-

vorable hypotheses should then be di!erentiated by the complexity in HiddenGroupTrails.

Results of the Baum-Welch Algorithm

First, the outcomes of the Baum-Welch algorithm including noise are listed in order to

get a general feeling for the hypotheses and to be able to understand the later results.

For the first hypothesis H1, now consisting of three groups, the group transition proba-

bility is as follows:

A1 =




0.598 0.2 0.202

0.196 0.6 0.204

0.201 0.2 0.599



 , A1,noise =




0.594 0.207 0.199

0.209 0.587 0.204

0.212 0.2 0.588





and correspondingly the stationary distribution is

ϱ1 =
(
0.33 0.333 0.337

)
ϱ1,noise =

(
0.341 0.33 0.329

)
.

This shows how well the Baum-Welch algorithm works. The group transition probabilities

are according to the data: 60% stay with the color and 20% change for each color. This

results in a balanced Markov chain, meaning that, over the long term, equal time is spent

in each group.

The next hypothesis is the Mixed Hypothesis, composed of four hidden groups. Thus, its



4.3 Impact of Model Complexity on Hypothesis Evaluation 57

group transition probability matrix of the form R4↓4 and the algorithm yields

A2 =





0.631 0.135 0.083 0.151

0.22 0.635 0.005 0.14

0.092 0.11 0.645 0.152

0.018 0.044 0.273 0.665




A2,noise =





0.653 0.174 0.088 0.085

0.119 0.646 0.19 0.045

0.031 0.083 0.713 0.173

0.108 0.027 0.123 0.742




.

The stationary distribution can be calculated as follows:

ϱ2 =
(
0.206 0.2 0.287 0.307

)
ϱ2,noise =

(
0.188 0.191 0.314 0.307

)

The results show that it is preferable to stay in its own group, i.e. color. The first two

groups represent the (uni-)Colored Walkers and the last two the Mixed Colored Walkers.

As expected, the stationary distribution shows that the long-term share of the Markov

chain is greater for the mixed colored walkers. This is due to the fact that they still have

to mix their colors. Since the data was generated with a share of (13
1
3
1
3) for red, blue, and

green, as the result of H1 shows, one would expect ϱ2 = (16
1
6
1
3
1
3); however, the result for

H2 di!ers slightly from this.

The third hypothesis Link-Teleport now consists of a walker that can fit the data well

and one that cannot match it at all. Therefore, it is intuitively clear that the result of the

Baum-Welch algorithm strongly favors the first walker. The group transition probabilities

are given as

A3 =

(
1 0

1 0

)
A3,noise =

(
0.903 0.097

0.896 0.104

)

and the stationary distribution is

ϱ3 =
(
1 0

)
ϱ3,noise =

(
0.902 0.098

)
.

The results with noisy data are also interesting to observe. Recall that we have added

10% noise to the generated data which is directly reflected both in the group transition

probability matrix A3,noise and in the stationary distribution ϱ3,noise, since the Teleport

Walker corresponds to noise.

Finally, the Red-Blue Hypothesis, which lacks the color green, is analyzed.

A4 =

(
0.741 0.259

0.256 0.744

)
A4,noise =

(
0.736 0.264

0.274 0.726

)

Here, too, staying with one’s own color is clearly preferred, although the values are di!er-

ent due to the missing color. The stationary distribution again shows how balanced the

Markov chain is:

ϱ4 =
(
0.497 0.503

)
ϱ4,noise =

(
0.509 0.491

)
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Again, noise has hardly any e!ect on the outcomes of the Baum-Welch algorithm, with

the exception of the third hypothesis due to the belief of the Teleport Walker. With these

results, the two methods HiddenTrails and HiddenGroupTrails can now be applied.

HiddenTrails

The four hypotheses are now to be compared by using HiddenTrails. Figure 4.8 provides

a visualization of the results.

Figure 4.8: Example 3: Evaluation of HiddenTrails

The illustration shows the Red-Blue Hypothesis (green dashed line with circles), the

Link-Teleport Hypothesis (pink dot-dash line with squares), the Mixed Hypothesis (blue

dotted line with stars) and the Red-Blue-Green Hypothesis (orange solid line with trian-

gle). These scores can be interpreted as follows:

The Mixed and the Red-Blue-Green Hypothesis are parallel to each other and always have

the same evidence. This means that both fit the data equally well. Although they have

di!erent numbers of groups and are therefore of di!erent complexity, they are ranked

equally. This occurs because HiddenTrails is unable to account for the complexity of the

hypotheses. In particular, they are both ranked first since the generated data aligns per-

fectly with the hypotheses.

The Link-Teleport Hypothesis is ranked second. As in the previous examples, it can ex-

plain all transitions by the Link Walker, but it cannot incorporate the stickiness to the

colors. The results of the Baum-Welch algorithm show that the teleport walker plays no

role in noise-free data.
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Lastly, there is the Red-Blue Hypothesis. It decreases significantly with increasing con-

centration factor, as it cannot fit a part of the transitions, i.e. the green nodes.

In summary, the results are as expected.

Finally, we will take a quick look at the scores for noisy data. The results are graphically

represented in Figure 4.9.

Figure 4.9: Example 3: Evaluation of HiddenTrails with noise

The main di!erences to Figure 4.8 are generally low evidences and the decrease of three

of the four hypotheses beyond a certain concentration factor. This can be explained by

the fact that part of the data, namely the 10% noise, cannot be fitted. The Link-Teleport

Hypothesis, on the other hand, does not decline, since it can match all data. As already

mentioned, the Teleport Walker corresponds to the noise in the data and, according to

the Baum-Welch results, its long-term share in the Markov chain also correlates to the

share of noise in the data.

HiddenGroupTrails

Since HiddenTrails could not capture the complexity of the hypotheses, we now consider

HiddenGroupTrails, as this method has internalized Occam’s Razor. The scores of the

evidence are depicted in the Figure 4.10.

This figure considers the hypotheses Red-Blue (green dashed line with circles), Link-

Teleport (pink dot-dash line with squares), Mixed (blue dotted line with stars) and Red-

Blue-Green (orange solid line with triangle).

The distances between the evidence scores for ⇁ = 0 are again due to the fact that group
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Figure 4.10: Example 3: Evaluation of HiddenGroupTrails

assignments play a primary role for small ⇁ and thus the hypotheses start at di!erent

evidence levels.

As in HiddenTrails, the evidence of the Red-Blue Hypothesis decreases sharply, hence, it

is ranked last. The Link-Teleport Hypothesis also performs in the same way as previously

observed. It is therefore su&cient to take a closer look at the Mixed and the Red-Blue-

Green Hypothesis.

In contrast to HiddenTrails, the two evidence scores are no longer on the same level. They

are still relatively parallel, but the less complex Red-Blue-Green Hypothesis is ranked

higher. It is also important to note that the ranking is not solely based on complexity.

The two hypotheses with two groups, Link-Teleport and Red-Blue, are ranked lower de-

spite their lower complexity because they do not fit the data as well as the other two

hypotheses. This is an important property, as the best data matching hypothesis should

always be ranked first. This shows that the consideration of complexity in HiddenGroup-

Trails only plays a role if the hypotheses are equally good.

Finally, we consider the evidence for noisy data. As shown in Figure 4.11, the evidence for

the hypotheses also decreases beyond a certain concentration factor, with the exception

of the Link-Teleport Hypothesis. It should be noted that even now the Mixed and Red-

Blue hypotheses are parallel. Finally, it can be summarized that both methods correctly

classified the given hypotheses across all examples in terms of how well they fit the data.

It has also been shown that a small amount of noise in the data does not significantly

distort the results.

For hypotheses with similar data fit, HiddenGroupTrails tends to favor simpler models



4.3 Impact of Model Complexity on Hypothesis Evaluation 61

Figure 4.11: Example 3: Evaluation of HiddenGroupTrails with noise

with fewer groups, aligning with the principle of Occam’s Razor. Conversely, HiddenTrails

evaluates hypotheses purely on fit, potentially favoring complex models that overfit the

data.

The rankings created by HiddenGroupTrails are consistently clearer than those of Hid-

denTrails. This is mainly due to the fact that the model on which HiddenTrails is based is

simpler and, thus, it is not Bayesian evidence. However, it can be calculated more quickly.
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Chapter 5

Conclusion

While existing models like HypTrails and MixedTrails are e!ective frameworks for hy-

pothesis evaluation in sequential data, they are limited to cases where group structures

are explicitly known or predefined. This thesis addressed this shortcoming by introducing

two new models which integrate Hidden Markov Models with Bayesian inference to enable

hypothesis comparison even when groups are latent or unknown.

These new approaches build upon the foundations of HypTrails and MixedTrails and

extend them to incorporate hidden dependencies between user groups. By representing

latent group dynamics as hidden states in a Hidden Markov Model and combining this

with Bayesian methods, we aimed for an improved and more flexible way of hypothesis

comparison for heterogeneous sequential data.

This thesis introduced two models for this purpose: HiddenTrails and HiddenGroupTrails.

Both rely on using the Baum-Welch algorithm with fixed emission probabilities to esti-

mate the missing parameters; they di!er only in the method used to calculate the evidence

and hypotheses ranking.

The first one combines Hidden Markov Models with HypTrails, which makes it possible

to rank the hypotheses. However, this adaptation leads to the loss of the Occam’s Razor

principle, which is essential for accounting for the complexity of the hypotheses. Thus,

it focuses on the data fit alone, which may lead to an overfit due to lack of complexity

penalties, but is computationally e&cient.

The second one combines HMMs with MixedTrails. By preserving the group structure in

this approach, Occam’s Razor is implemented, but the calculation is more complex. It

provides clearer hypothesis rankings, especially when the hypotheses are similarly plausi-

ble. Furthermore, both methods have been shown to be robust to noise in the data.

Even though this thesis only presents results for synthetic data, both approaches can

naturally be generalized to real-world problems with latent user behavior, e.g., web navi-

gation. However, adoption and validation for practical applications would go beyond the
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scope of this thesis and are left open for future work.

Ultimately, this thesis extends the scope of hypothesis-driven analysis by enabling struc-

tured evaluation of sequential data with hidden group dynamics. By adapting existing

Bayesian frameworks to work with Hidden Markov Models, the resulting methods are both

powerful and tractable, paving the way for a broader range of real-world applications.
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