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Analyzing sequences of interactions between users and items, sequential recommendation models can learn user intent and make
predictions about the next item. Next to item interactions, most systems also have interactions with what we call non-item pages:
these pages are not related to specific items but still can provide insights of the user’s interests, as, for example, navigation pages.
We therefore propose a general way to include these non-item pages in sequential recommendation models to enhance next-item
prediction.

First, we demonstrate the influence of non-item pages on following interactions with the hypotheses testing framework HypTrails
and propose methods for representing non-item pages in sequential recommendation models. Subsequently, we adapt popular
sequential recommender models to integrate non-item pages and investigate their performance with different item representation
strategies as well as their ability to handle noisy data. To show the general capabilities of the models to integrate non-item pages,
we create a synthetic dataset for a controlled setting and then evaluate the improvements from including non-item pages on two
real-world datasets.

Our results show that non-item pages are a valuable source of information, and incorporating them in sequential recommendation

models increases the performance of next-item prediction across all analyzed model architectures.
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1 Introduction

Sequential recommender models are useful building blocks for providing personalized recommendations to users. By
analyzing the sequence of historical interactions of the user with items, sequential recommendation models can learn and
infer user preferences and make predictions about the next item of interest. Recently, especially deep learning approaches
based on recurrent neural networks (RNNs) [10], convolutional neural networks (CNNs) [28], and transformer-based
models [15, 25] have received attention, typically modeling each interaction with an item as one step in the sequence.
Significant amounts of research has been conducted that incorporates additional item information, for example, textual

and visual item features [11, 30], item attribute embeddings [8, 18] and categorical and numerical item features [4].
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Fig. 1. Exemplary click sequence in an online store. The inclusion of non-item pages provides an explanation for the shift in user
interest, enabling a more accurate prediction of their preferences.

Apart from click sequences on item pages, most systems utilizing recommenders also encompass additional forms
of information. This includes data about users and frequently pages that do not directly represent an item but still
involve user interaction. Although there are many papers exploring strategies to incorporate user-specific information
[1, 8, 28, 32], the aspect of leveraging information from non-items in sequences to further improve recommendation
has been less explored. However, in many applications, interactions with pages that are not items themselves or cannot
even be associated with a particular item (hereafter referred to as non-item pages, cf. Section 3.2) still provide useful
information in the context of sequential recommendation. Examples of these pages include search results or blog
posts that contain descriptions of entire item categories, which can be very helpful in detecting the user’s intent when
browsing through a website. Figure 1 shows a case where including these non-item pages can be useful: When only
looking at the item history, we see that the user switches from pants to hiking shoes without any explanation. Including
non-item pages, we see that the user is interested in hiking equipment, which explains their next step of looking at
hiking shoes and enables the recommender to specifically suggest other hiking shoes as opposed to, for example, high
heels.

We argue that ignoring this information, which is available in most real-world settings (cf. Section 3.2), limits the
potential of recommender systems to follow the user’s intent. To verify our intuition that non-item pages provide
valuable information, we analyze our datasets with the HypTrails framework [24]. We formalize and test our hypothesis
that non-item pages influence the following interaction, finding that this is indeed the case. To leverage this information,
we propose incorporating non-item pages and present various modeling approaches for non-item pages for sequential
next-item prediction for a variety of commonly used recommender models. As a proof of concept for our approach
in a controlled setting, we create a synthetic dataset with artificial non-item pages, which are highly related to the
following item. We additionally study the influence of noisy non-item pages with varying degree of relatedness in this

setting. Finally, we evaluate the effectiveness of our modeling on two real-world datasets from the e-commerce domain.

Manuscript submitted to ACM



Modeling and Analyzing the In uence of Non-ltem Pages on Sequential Next-ltem Prediction 3

We compare di erent types of non-item page representations (based on their content or a unique id) and evaluate
eight popular sequential recommender models on click sequences enriched by these representations. Speci cally, we
consider three types of non-item pages: (1) a list of items, (2) a single non-item, e.g. a blog post, and (3) a list of non-items.

To cover a wide variety of popular or current architectures, we adapt several models in the Red@&fegmework:
GRUA4Rec, a popular RNN baseline model, CASER and NextltNet as models based on CNNs and several models based
on the attention mechanism: NARM combining RNNs and attention, SASRec as the rst Transformer-based model,
and BERT4Rec adapting bidirectional Transformers. We also include CORE, which couples the encoding and decoding
representation spaces and LightSANs, which introduces a low-rank decomposed self-attention. We extend our evaluation
by shedding light on the speci c representations of items and non-items across di erent models and representation
types, including an analysis of item embedding similarities across various con gurations.

In summary, our proposed modeling approaches and evaluation address the gap in current research regarding the
modeling of non-item pages in sequential recommendation systems and shows the utility of including such information.

To sum up our contributions, we:

1) analyze our hypothesis that non-item pages in uence subsequent interactions and

2) propose various modeling approaches for non-item pages.

3) We adapt a wide set of models to include categorical and vector representations of pages in a generic way and
4) analyze the capabilities of di erent architectures to include these on one synthetic and two real-world datasets.

Our results show that non-items can reveal valuable information about the user's intent, but also the importance of
nding good representations for non-item pages. All adapted models are capable of taking advantage of the additional
non-item pages, depending on the representations, showing the general applicability of our approach.

This paper is a direct extension of our work irY], which included only SASRec and BERT4Rec. We expand our
work by generalizing the approach and applying it to a wider set of sequential recommender architectures in a popular
recommender framework. We expand our experiments to examine the behavior of models on noisy data and provide
deeper insights on the e ects of di erent models and embedding variants on the resulting item representations. Our
results con rm previous ndings and underline the general utility of including non-item pages.

The remainder of our paper is structured as follows: Section 2 provides an overview of related work. We introduce
the concept and proposed modeling approaches for non-item pages in Section 3, as well as our proposed adaptions
to sequential recommender models to include them. In Section 4 we present the datasets, while Section 5 covers our
experiments. We start by testing our hypotheses about non-item pages, before analyzing their inclusion in sequential
recommenders in di erent setups. We discuss some of the general ndings and compare them with the results of our
previous paper in Section 6. Our conclusion and closing remarks can be found in Section 7.

2 Related Work

In this section, we rst present an overview on deep sequential recommendation and then focus on architectures
handling information apart from the sequence of item interactions themselves. With the increasing popularity of
neural networks, neural architectures have been widely employed for modeling and learning sequences of user
interactions [L0, 15 17, 25 28 34]. While these works focused on the dependencies on a per-item level, some studies
aimed at incorporating additional information along with the items, which can be sorted into two speci ¢ groups, either
adding additional information for items or adding additional information to model the user.
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4 Fischer et al.

The inclusion of additional item information has been the goal of several modi cations of the models mentioned
above. Hidasi et al.1[1], for example, model textual and visual item features in separate RNNs and combine their
output afterward, while Tuan et al.y( include character-wise item descriptions using CNNs with 3D convolutions.
NovaBert [Lg uses bidirectional transformers and merges item attributes directly in the attention mechanism as query
and value, as do the authors 08J. Fischer et al. §] allow the integration of categorical item attributes in BERT4Rec
by adding attribute embeddings to the item embeddings, while AttriBERZ] ises attribute dictionaries to represent
products. Transformers4Red][uses models like XLNet3dq or Electra [2] from the Natural Language Processing
domain and integrates categorical and numerical item features. Liu etl8].dhow how the inclusion of context (being
time and location) can be utilised in a RNN.

Regarding user information, several approaches have been proposed, for example, CERESE-PT37, the
work of Chen et al. [[] and TARN [37], which combines user, item, and temporal context. They treat the user separately
from the sequence, while the approach by Fischer et @lirjtegrates the user representation as the rstitemin a
sequence. This is more similar to our usecase, but in contrast to user representations, interactions with non-item pages
can appear several times and have speci ¢ positions in the sequence.

Some works that participated in the SIGIR Coveo Challenge 2@#ldre notable exceptions, as they include
additional information that is not related to items or users. The Coveo dataset contains page views that are not related
to items, as well as search results. Three participants in the challerggé3[21], embed page views as an item in the
sequence for transformer models, whilgJ uses the count of page views and the rst page view as features for an
ensemble model of LSTMs and Matrix Factorization. Moreira et §lso used search queries as context for the
whole sequence. The e ect of including page events in the sequence is only reported] bytiich can be considered to
be most similar to our work. However, since the focus of their work is particularly on the challenge, the bene ts of
non-item information and di erent modeling approaches are not systematically explored and cannot be investigated
completely from outside the challenge's evaluation framework. In contrast to previous works, we verify our modeling
approaches on several datasets and recommender architectures and systematically model various types of non-item
pages in the sequence to consider the dependencies to items in chronological sequence order.

3 Methodology

In this section we discuss the problem setting, including our modeling approach for various types of non-item pages. We
introduce the setting for HypTrails as well as the foundations of sequential recommender models and our adaptations.

3.1 Problem Se ing

To formalize the problem setting, we closely follovg][and introduce our notation as follows: Our work aims to
solve the task of recommending items to a user given the sequence of previous items and non-items. We de ne the
item setasv = fEeE*"""*Fjgand the set of non-items asP = 212" " "2 pj g. An interaction8is either an
itemE2 V oranon-item page? 2 LP . The set of users is de ned dd = fDyeDy» """ [y 9. For each useb, we
can denote the sequence of interactionsiBs= 88" " "84 fV[LPg ~. The set of all sessions is de ned as
S =By~ B, """ W g Formally written, our goal is to solve the task of predicting the next it@n; 2 V for every
interaction& in each sequenck 2 S.

Additionally, we have an optional seX" of categorical attribute®. These attributes can be, for example, tags like
category:shoes or genre:horror . The set of all possible combinations of attributes that occur in the dataet ie”",

An interaction8can be associated with one or multiple attributgs2 €.
Manuscript submitted to ACM
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(a) Independent of their actual layers sequential rec-

ommender models have a common architecture: The

first layer creates an id embedding of the input, which

is fed to the model. The model output is mapped backb) The modified embedding layer for our approach includes an id embedding,
to the item space, o en reusing the id embedding andan (optional) positional embedding and embeddings for page representations
final scores are obtained. based on vectors or categorical a ributes.

Fig. 2. The common setup for sequential recommendation models and our approach for including non-item representations.

3.2 Non-ltem Pages

In this section we describe the types of hon-item pages that we aim to include in our models in more detail.

In almost any setting where sequential recommendation is usually applied, the users' navigation does not consist
exclusively of items or item pages. For example, web-shops often have additional pages, some of which are not relevant
for inferring the users' intent (e.g., payment information or legal notes), while others are strongly related to items
and therefore to the users' intent. Examples of these pages include search results (where a user has either typed out
a search query or selected a set of lters like color or size), category pages (e.g., women shoes or men shirts ), or
blog pages containing additional content provided by the shop's owner (e.g., pages comparing di erent types of hiking
shoes regarding their suitability for travelling in mountains or other areas).

These pages often provide even clearer hints towards the user's intent (| want to go hiking in the mountains ) than
could be inferred only from their item clicks. Similar types of non-item pages exist also in other settings: for example,
streaming services often provide info pages for actors (listing all of the movies or shows that the actor stars in), category
pages (listing all content for a speci c genre like horror, drama, ...) or tags (e.g., high suspense ). While these kinds of
pages are often not included in public datasets, they usually exist within the respective companies and can be used to
improve recommendations.

In this paper, we use three types of non-item pages:

() alist of items: e.g., a search result page

(2) asingle non-item page: e.g., a blog post with information about articles

(3) alist of non-item pages: e.g., a category page for all kinds of clothing, which lists category pages for pants, shoes
etc.

All of these pages can be represented by di erent strategies, for example, based on their content (the text in the case
of blog posts and the contained items in the case of list pages) or separate unique ids.
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6 Fischer et al.

3.3 Modeling Non-Item Pages

For each of the three types of non-item pages (lists of items, lists of non-item pages and other non-item pages) we
explore three options for representing the page: using or generating a unique id, generating a content-based id for the
page, or generating an embedding for the page's content.

Unique Page ID (UPIDJhe simplest solution is to assign a unique id to each non-item pageThis is possible for
any kind of page, for example by using the URL used to access the page, the title of the page or - as a last resort - by
assigning a random id to each unique page. However, this comes with several drawbacks: First, there are instances
where the generated unique id is not informative. This is for example the case if a URL is generic and content is
generated on the y, so the relevant information is lost. On the other hand, if the URL is to speci c (e.g. because it
contains a search query), the associated id may be to rare for a model to extract useful information. The vocabulary size
will increase and become unmanageable, and the models will learn to predict non-items, even though the goal is item
recommendation. While predictions can be ltered afterwards, valuable capacity of the model will be used for a task
irrelevant to next-item prediction. Nevertheless, we include UPID as a baseline.

Content-based Page ID (CPIM.tackle these challenges, we utilize the content of non-item pages. We can use
categorical attributes to create meaningful and shared ids for similar non-item pages. In the easiest case, a non-item
page?- 2 LP already has some categorical attribut2s = 01202+ " " "@p,_;g, 0 2 A", assigned, for example because
it is a category list page (all items from category shoes) or because it has been manually tagged. For list pages we
can also construct page attributes from the attributes of the items contained in the list. Therefore the set of non-items
becomed. P cpp=12, j ? 2 LPg. For non-list pages, this strategy is not applicable if there are no attributes assigned
directly to the page.

Page Embedding (PB) building ids from attributes, as proposed in the previous paragraph, our vocabulary still
grows by sizgLP cpipj. Therefore, we propose to use one single placeholder id to represent all non item pages and
encode the content of a page with an embedding, mitigating the issue of increasing the vocabulary size. This also allows
the use of any vector representation for the page. This representaon2 R* (< : dimension of the embedding vector)
can be extracted from the categorical attributes of a p&gefrom textual content, images, or a search query or be
given directly. In general, this embedding representation can be applied to any kind of non-item page.

3.4 Testing Hypotheses with HypTrails

The HypTrails framework 4] was originally developed to compare hypotheses about navigation trails of users on the
web and is therefore t to verify whether non-items pages are important sections in a users' journey. One hypothesis
would be, for example, that users move from non-item pages only to items sharing the same category. Another would
be that they move randomly to the next page. The approach utilizes rst-order Markov chain models with Bayesian
inference. Technically, a modeled hypothesis is described by probabilities of transition between states, in our case items
and non-items. Then, based on the transitions observed in the dataset and the hypothesis, HypTrails computes the
posterior likelihood as evidence for each hypothesis based on the transitions found in the dataset. Based on this, we can
compare how well di erent hypotheses describe the dataset.

To use HypTrails, we need to de ne states, transitions, and hypotheses. In our case, items and non-items will be
mapped to states and transitions are obtained from the sessions in our dataset.
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StatesAs states in HypTrails are discrete and we need some knowledge about the states to formulate meaningful
hypotheses, we employ the previously introduced Content-Based Page ID (CPID) as the only way to map non-item
pages to informative states. To represent items as states, we follow the idea of network abstractionffébanfl
aggregate all items of the same attribute combination into one single state. This allows us to better represent the more
abstract hypothesis that a non-item page is followed by any item of the same category and also reduces computation
time signi cantly. We write this set of aggregated items with content-based id8/agp = f2=j E2 Vg. Now, we can
de ne the statesK as the disjoint union of both the aggregated items and non-items represented by their combination
of categorie®: A

K=Vcp LPcpp

nnn

Transitions First, we gather the multi-setM g, of all transitions in a sessiof = >8+ 8+ """ «&/mapped to their
respective Content-based 2 K asM g, = f1g=%; 1°jC2 »0»=°g We can now construct the multi-set of all transitions
in the dataset: @

M = Mg,"
B2(

HypothesesFor each of our hypotheses, we de ne a matrix2 »»1% R'IKi°® which contains the transition
probabilities between our states, which are both items frdfap and non-item pages frowP cpp.

We describe and formalize four hypotheses as follows:

uniform: Non-Iltem pages have no special in uence on the following items, therefore all transition probabilities
are distributed uniform. Therefore, we set:
wiz 1
IKj
structural: Non-ltem pages directly in uence the following interaction - we assign high transition probabilities
from each non-item page to the corresponding items of the same cate@anyd zero probability to items of
other categories and other non-item pages as follows:

%A «if G2 Vo

TK]
g¥%= 1 «ifG2LP cpir~2 Vcip anddg = 0-

Ge~
;0 eotherwise

uniform+structural: A mixture of both previous hypotheses: non-item pages have a higher transition probability
to items of the same category than to other pages and we set the transition probabilities to the normalized sum
of the two previous hypotheses:

uni+struct _

%l% *if G2 Vcip
*if G2 LP cppr~2 V¢ip and0g = 0-
E— sotherwise

data: The transition probabilities actually found in the data, serving as an upper bound. We count transitions
from stateGto state~, normalizing by the count of any transition fron®and assign the following probabilities:

data_ | jf*G+2g\Mj
~02|,(jflG"mg\ Mj
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3.5 Adapting Sequential Recommender Models for Non-Item Representations

In general, most sequential recommender models follow a similar setup to the one shown in Fig. 2a. The input of the
model is a sequence of item ids, which are fed toeanbedding layefor learning the representation of the sequence of
interactions. This layer includes at least an embedding of the item ids and sometimes additional positional embeddings.
The embedded input is then forwarded to the actual architecture of the model, which can be seen as blassdoextial
recommender layetgere. The output of these layers is mapped back to the item space througinogection layer
Oftentimes, the original item embedding from the rst layer is reused here.

As we want to study the general impact of including non-item pages, we include a variety of sequential recommender
models tting this setup in our experiments. We utilize Recbol&], a popular recommendation framework, which
already includes a number of sequential recommendation models used for next-item prediction. We further limit our
selection to models without user or item features. This leaves us with the following models, many of them popular
baselines:

GRU4Red]7] is a popular baseline, which utilizes multiple layers of Gated Recurrent Units for sequential
recommendation.

CASER 29 is a convolutional based network, which employs both horizontal and vertical convolution layers to
model sequences as high-order Markov Chains.

NARM [17] enhances recommendations by combining recurrent neural networks with an attention mechanism.
NextITNet [36 is based on CASER, but is built using dilated or holed convolutional layers to improve represen-
tations of both short- and long-range item dependencies.

SASRec [15] were the rst to introduce a model based on self-attention for sequential recommendation.
BERT4Recd adopt the famous BERTH] setup for recommendation by using bi-directional transformer layers
and cloze task [29], which masks items randomly for training.

CORE |7 introduce a representation-consistent encoder, which couples the representation space for both the
encoding and decoding by using a linear combination of the item embeddings as session embedding. The items
themselves are also encoded with self-attention blocks.

LightSANSs f] also uses self attention, but adapts a low-rank decomposed self-attention to capture latent factors
in the interactions and a decoupled positional encoding in addition.

All these models can be used to include non-items with unique ids directly. To adapt them to di erent types of
non-item representations, we follow the approach presentedinfor BERT4Rec and SASRec and their variants for
including non-item pages P-SASRend P-Bert4Rec. The embedding layer in the basic form for all models contains

() an embeddingy 2 RIVi 3 of the identi er
(ii) and (optionally) an embedding 2 R* 3 to encode the position of the items in the sequence, withas the
maximum input sequence length.

When we create unique ids for each the embedding of the id will bey, 2 RIVILPI 3 instead or 2
RIVILP crioj 3 jf the ids are based on the categorical attributes.

For including the page information as categorical attributes, the embedding is de nedag R'1Vi- 1° 3 instead,
as we add only one general token for all pagasTo include the categorical attributes of the items directly, we therefore
add
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(iif) a multi-hot encoding of the attributes x 2 fO-lng,} and a linear layer for resizing 4 to the hidden size3:
;'@ =,G , 1with the weight matrix, 2RIl 3 and biasl 2 R®

to our embedding layer. Further, we adapt the models to arbitrary non-item representations as follows: Assuming
that there is a latent representation of sizefor 8calledA 2 RI'1, we add

(iv) one linear layer; 1@ = ,G , 1 with the weight matrix, 2 R 3 and biasl 2 R® to scale the latent
representation to the hidden siz

To create the nal output of the embedding layer, all layers are summed to include the additional outpyjs ehd
;. For each timeste we use the id embeddidc = y 1&° of interaction&;, the positional embeddinfc= 1C,
the keyword embeddin@c = et 0700 and the scaled latent representatidg = ;' A’ to compute the sum
4c, Oc, Ac, 6¢= 8as summarized in Figure 2b, which is then used as the input to the model. The other layers of the
models remain unchanged. For training of BERT4Rec, we make sure to mask attributes and representations whenever
an interaction is masked.

4 Datasets

This section introduces the datasets used in our experiments. The statistics for all datasets can be found in Table 1. We
generally Iter sessions to end with an actual item, but in contrast t jve Iter in our preprocessing instead of the
dataloader leading to slightly di erent statistics.

4.1 Synthetic Dataset SynDS

To assess the e ectiveness of our proposed approaches in enabling sequential recommender models to learn from
non-item pages, it is crucial to use a dataset that ensures the non-item pages contain valuable information. To ensure
this, we create a synthetic dataset SynDS, based on the ML-20m dataset. The Mid&Grset consists of movie ratings
from users and is a popular benchmark for sequential recommendation. For each movie metadata in the form of genres
is available. We use the preprocessing steps fr@% fnd split the data into8( for training,10% for validation and
1% for testing.

As the dataset does not contain any non-item interaction, we create them based on the movie genres. We create
three dataset variants, containing di erent levels of information as follows:

4.1.1 Prev-SynDBi our rst experiment, we want to explore the bene t of highly informative non-item pages.
Therefore, for each movie interaction in a sequence, we add a non-item page tagged with the movie's genres immediately
prior to that movie. This simulates a setting in which the user rst navigates to a category page listing all movies of a
particular genre and selects a speci ¢ movie afterwards. Each added non-item page contains highly relevant information
for the recommendation task, as the genre for the next movie is now already known. For example, instead of the movie
sequence Alierl Jaws! Shrek the enriched sequence would be Hori8ci-Fi! Alien! ActionjHorror! Jaws

I AdventurgChildren! Shrek. We show the distribution of the genres within the complete dataset in Figure 3a. The
distribution is highly skewed, with Drama and Comedy covering more than tha85% of the interactions. While the
popular genres might not be very informative on their own, a non-item page B&Sgenres on average and therefore

the genre combinations are far more distinctive.

Lhttps://grouplens.org/datasets/movielens/20m/
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4.1.2 Group-SynD3s Prev-SynDS contains a very strong prior, we also explore a more realistic setting by only
adding a non-item-page when the genre of the following movie is from di erent genres than the movies before. For
example, instead of Horrg6ci-Fi! The Thing! HorrorjSci-Fi!  Alien! ActionjHorror! Jaws asin Prev-SynDS,
we generate HorrojSci-Fi! The Thing! Alien! ActionjHorror! Jaws. This reduces the number of non-item
interactions to about 19 million.

4.1.3 Random-(X-)SynD®.cover the case of non-item pages containing very noisy signals or no useful information

at all, we generate a set of datasets with randomized non-item pages to explore the susceptibility of the models to noise
potentially introduced by adding these pages. We therefore add a non-item page before each movie interaction as in
Prev-SynDS and shu e a given percentage of the pages including their genres. We denote the ratio in the name, e.g.
Random-0.1-SynDS contains 10% non-item pages with randomized genres. Please note that some of them will still
be assigned correct genres by chance, so the actual number of ‘wrong' genres might be lower. For the example from
Prev-SynDS, the sequence could look like MusjCiildren! Alien! ComedyAdventure! Jaws! Documentary

I Shrek in Random-1.0-SynDS.

For each dataset, we can represent non-item pages either by building a Content-based Page ID (CPID) with the genre
combination as the id or by a page embedding with the genres as embedded categorical keywords.

Note that the results obtained on these datasets are not comparable to the original ML-20m anymore, as we leak
information about the following movie. The datasets are designed to demonstrate how models can leverage information
from additional non-item pages in a controlled setting, where we ensure that these pages contain valuable information,
or in the case of Random-SynDS con rm that the models are not negatively impacted by the introduction of noise.

4.2 Coveo

Published for the SIGIR 21 challenge, the Cdveataset P6 is an extensive e-commerce dataset that captures browsing

and search interactions. The captured browsing behavior consists of interactions with a product page or the view of a
web page. A view can be related to a product, but is often only represented by its hashed URL. The dataset also provides
search requests, including the embedded search query as a vector of |ébgtid the list of retrieved items.

Moreover, the dataset includes metadata such as hierarchical categories, price, and preprocessed text and image
embeddings for products. As our focus in this paper is on incorporating non-item pages, we are not directly utilizing
them. However, we use the categories of items to build representations for the lists of retrieved items from search
requests. For preprocessing, we drop all duplicate item interactions which includes page views linked to a product. We
condense all interactions with the same item or page in a row into one single interaction and ensure that each sequence
contains a minimum of two items afterwards and ends with an actual item. Furthermore, each item and page view must
occur at leasb times in the dataset.

As we want to examine both types of non-item pages in the dataset separately, we split the data in two seBo\Few-
Pageviewwe exclusively use item interactions and page views as non-item pages. As there is no further information
available, we can only represent a page view with separate ids, namely their hashed URCo¥ew-Searctve reduce
the dataset to sessions containing at least one search event. For each search event, we use the list of retrieved items as a
non-item page. We create several representations for search pages: First we compute the three most frequent categories
of the products in the retrieved list. As a second categorical representation we use the categories of the rst product in
the result list. Both can now be represented by a category-based id or by embedding the categories. We also use the

2https://www.coveo.com/en/ailabs/sigir-ecom-data-challenge
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Table 1. Statistics of the preprocessed datasets SynDS, Coveo-Search, Coveo-Pageview and Fashion, showing the number of users,
items and unique pages, page a ributes and their permutations as CPIDs as well as the number of interactions with items and pages

and the average session lengths. Coveo-Search a ributes are based on the first or the most frequent categories, Fashion a ributes on
categories and filters.

Dataset: Users: Iltems: UPID: Attributes: CPID: Interactions: Avg. session length:
Name Variant| ~ j* Vi JLPj i A) JLP cpipj By | Brl 8 with § p
SynDS  Previous/Random 138493 26 744 - 20 1329 20m 20m 1444 288.8
Group | 138493 26744 - 20 1329 20m 19m 1444 281.9
Coveo PageViews 1318922 29268 73217 - - 8.6m 6.6 m 6.6 10.3
Search| 134881 27013 - 112/112 166/166 895760 185259 6.6 8.0
Fashion 199474 8412 - 204/5647 7207/27 863 43m 13m 217 28.2

product id of the rst result directly as a representation, therefore using an item to represent the non-item page and not
increasing the vocabulary at all. As all these representations depend on the quality of the retrieved item list, we also use
the search query embedding vector, which is a direct expression of a user's interest. We show the distribution of the
categories (based on the rst result) in Figure 3b. In comparison to the genres in SynDS, the distribution seems to be
even more skewed. This could be explained by the categories being hierarchical - the limited number of “root' categories
will be present in every search page, categories in the ‘mid level' far less, and the nest granularity of categories will be
even rarer.

We split both Coveo-Pageview and Coveo-Search into 70% for training and 15% for test and validation each by time.
In Figure 3b we show the distribution of the attributes of all search pages based on the rst result.

4.3 Fashion

The Fashion dataset is composed of interactions with product and list pages from a major online fashion store, collected
over 20 days. A product page shows a single item, while a list page displays multiple items of particular (sub-)categories
with additional Iters applied by the user. Categories and Iters are available as attributes for each page, and while the
information is partially overlapping, Iters usually contain more detailed information.

For example, a list page with the category shoes can have more speci c lters, such as type:shoes, color:black
and material:leather . Multiple interactions with the same product or page in a row are condensed into a single
interaction. Furthermore, we ensure a minimum sequence lengtB, @ maximum of200and ensure an item occurs at
least5times in the data as in5. The dataset is split by time into 70% for training, 15% for validation, and 15% for
testing.

5 Experiments

In this section, we introduce the research questions we aim to answer and an explanation of the experimental setup,
present the conducted experiments, and subsequently discuss our results.
In our experiments, we aim to address the following ve research questions:

RQ1 Do non-item pages have an in uence on the following item interaction?

RQ2 Can sequential recommender models utilize non-item pages for predicting the next item?
RQ3 Are there gains from including non-item pages even without access to their content?
RQ4 What representations are useful to integrate search requests as non-item interactions?

RQ5 Can we nd good representations to integrate list pages as non-item pages?
Manuscript submitted to ACM
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(a) Distribution of genres over all interactions within the Prev- (b) Distribution of categories (using the first results categories)
SynDS dataset. over all search pages on the Coveo-Search dataset.

Fig. 3. Distribution of a ributes within SynDS and Coveo-Search dataset.

We aim to answer these questions in our following experiments and provide the common experimental setups next:

5.1 Experimental setup

We train all our models with the Adam optimizer. The hidden or embedding size for all modedd &nd the inner size
256 For all transformer based models, we set the number of heads and lay@rand the dropout ta0”2. For GRU4Rec
we also use layers and for BERT4Rec the mask ratid2 and the netuning probability0"1. We employ a dropout
rate of0"4, a Markov chain length o6 and4 vertical and8 horizontal Iters for CASER. For NextltNet we set the kernel
size to3, the width of the convolutional Iter to5 and the dilations to»14%4

For evaluation, we ensure that the target is an actual item instead of a page and lIter all suggestions of pages
before computing the metrics and report thdit Rate (HRand theNormalized Discounted Cumulative Gain (ND@G)
: 2 f1510g. We train all models on the seeds [212, 6, 10, 404, 42] and report the average and standard deviation over
the 5runs, except our experiments on Random-X-SynDS and Fashion due to limited computation power, for which we
report only the results on seed 212

We provide the code and con gurations for our experiments on https://github.com/LSX-UniWue/non-items-rechole.

5.2 RQZI: Do Non-ltem Pages have an influence on the following item interaction?

Our rst goal is to verify our hypothesis about the importance of non-item pages for following items within click
seguences. We utilize the HypTrails framework (cf. Section 3.4) on four of our datasets to test whether a non-item page
with a speci c category is generally followed by items of the same category. We use SynDS and Random-X-SynDS with
genre-based CPIDs and Coveo-Search and Fashion with category-based CPIDs.

In Figure 4 we plot the evidence or marginal likelihood against “belief' factdor four datasets. A higher evidence
means a better t of the hypothesis on the data. Thefactor intuitively represents the amount of believe in the
hypothesis. For more information, we refer the reader @4]. On the Prev-SynDS (see Figure 4a) the structural
hypothesis ranks second-best, but it already explains a bigger part of the observed transitions. It is inaccurate as it
assumes uniform distributed probabilities from items to other states, therefore the data hypothesis still performs better,
as it exactly ts the transition probabilities. The uniform hypothesis has overall a lower evidence compared to the
structural and the combination of both is only slightly better. This means that the structural hypothesis is the best
explanation for our dataset and veri es that our datasets contains in uential non-item pages. On Random-1.0-SynDS

we see that the signal of the non-item pages has been diluted as intended. There is no di erence between the three
Manuscript submitted to ACM
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(a) Evidence for hypotheses on Prev-SynDS (b) Evidence for hypotheses on Random-1.0-SynDS

(c) Evidence for hypotheses on Coveo-Search. (d) Evidence for hypotheses on Fashion

Fig. 4. The evidence or marginal likelihood for our hypotheses on SynDS, Coveo-Search and Fashion for di erent hypothesis weighting
factor: . A higher evidence means a hypothesis is a be er explanation for the data, whit&n be interpreted as how strongly you
believe in the hypothesis.

hypotheses for lower belief values and for higher values we even see a harsher drop on the structural hypothesis.
For both Coveo-Search and Fashion we can also verify the meaningfulness of non-item pages. The evidence for the
structural hypotheses is constantly above the uniform hypothesis. The combined hypothesis is also slightly better than
the uniform hypothesis for both datasets, as the structural part of the hypothesis includes some explanation about the
transitions.

One limitation of HypTrails in our setting is the need for discrete states, which means we can only represent non-item
pages by ids and not their content. Additionally we need some knowledge about the non-item pages to build meaningful
hypotheses. Therefore, we can neither apply HypTrails for Coveo-Pageview, as we have no information about the
non-item pages there, nor to non-item representations based on, for example, queries. A second restriction is that only
rst order dependencies are modeled, but we would expect non-item pages to have in uence on more than the single
next interaction. Nevertheless, our results already show a positive in uence for rst order dependencies, so we estimate
the actual in uence to be even higher. Overall, our results give us the necessary evidence to consider non-item pages as
a valuable information source for our following experiments.
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Table 2. Average Hitrate and NDCG with standard deviation on the SynDS dataset over five random seeds.

Model Metrics Genre-POP  Items-BL Prev-ID Prev-PE  Group-ID Group-PE
BERT4Rec HR@1 .010 .01C 119 .040 294 .308
HR@5 .031 .042 .241 .087 534 .559
HR@10 .050 .075 .298 111 .624 .653
NDCG@5 .020 .026 183 .064 421 441
NDCG@10 .026 .037 .201 .072 450 A71
Caser HR@1 .010 .018 319 .301 322 .323
HR@5 .031 .054 576 .557 570 573
HR@10 .050 .084 .674 .658 .666 671
NDCG@5 .020 .036 455 436 453 .456
NDCG@10 .026 .04€ .487 469 485 487
Core HR@1 .010 .01E .350 .303 .348 .287
HR@5 .031 .059 .604 547 .602 528
HR@10 .050 .100 .699 .642 .695 .627
NDCG@5 .020 .036 .486 432 483 415
NDCG@10 .026 .05C .516 463 513 A47
GRU4Rec HR@1 .010 .G22 .355 .364 .363 .368
HR@5 .031 .070 .612 .623 617 .625
HR@10 .050 .1C9 705 716 706 715
NDCG@5 .020 .046 492 .502 498 .505
NDCG@10 .026 .05¢ 523 .532 527 .534
LightSANs HR@1 .010 .026 .343 .345 347 .347
HR@5 .031 .078 .607 .609 .603 .603
HR@10 .050 .118 .701 .703 .695 .694
NDCG@5 .020 .052 483 .485 483 483
NDCG@10 .026 .065 514 516 513 513
NARM HR@1 .010 .022 .355 .357 .356 .358
HR@5 .031 .071 617 .615 .613 .617
HR@10 .050 .13 711 .708 705 .708
NDCG@5 .020 .046 495 495 493 .496
NDCG@10 .026 .05¢ 525 525 523 .526
NextltNet HR@1 .010 .0G7 .253 .20% 238 192
HR@5 .031 .022 471 .388 459 375
HR@10 .050 .036 .559 463 .551 455
NDCG@5 .020 .014 .368 .304 .355 .289
NDCG@10 .026 .01¢ .397 .328 .384 314
SASRec HR@1 .010 .025 370 .368 371 .361
HR@5 .031 .081 .634 .630 .629 .618
HR@10 .050 .123 725 721 717 707
NDCG@5 .020 .053 511 .508 .508 498
NDCG@10 .026 .06G7 541 .537 537 527

5.3 RQ2: Can sequential recommender models utilize non-item pages for predicting the next item?

Our next objective is to investigate whether sequential recommender models can e ectively utilize non-item pages.

To accomplish this, we use the SynDS datasets based on ML-20m with di erent variants as introduced in Section 4:
Prev-SynDS with non-item pages contains the exact genre information for the next movie and Group-SynDS includes
Manuscript submitted to ACM
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fewer non-item pages with the genre information for the following movies condensed. In addition, we evaluate Random-
SynDS non-item-pages with pure noise and Random-(X)-SynDS with varying percentage of noisy and meaningful
non-item pages. For all of the arti cial pages, we either generate content-based ids by concatenating categories, or
assign one placeholder id and encode the categories as attributes. We train all models for both cases. As baseline, we
train a model utilizing the sequence with items only. We also include a most popular baseline given the correct genres
of the target movie. We train all models fdrOOepochs with early stopping, a batch size®4 and a maximum sequence

length of 200

5.3.1 SynDS Resulf@ble 2 illustrates the results of our experiments on both Prev-SynDS and Group-SynDS. The
genre-speci ¢ most popular baseline already performs nearly half as good as most of the models trained on items only,
showing that genres are indeed a good indicator for the next movie. The bene t of including meaningful non-item
pages for each movie interaction in Prev-SynDS compared to the models trained on pure item sequences is therefore
not surprising, as the genre of a movie is given through the preceding non-item page. Over all metrics we can see
huge improvements between the Items-Only baseline and Prev-SynDS with non-item pages represented by ids (CPID).
Looking at the HR@10, BERT4Rec has the smallest increased@2hfollowed by NextltNet with an increase of ca.

052, while the other models even improve by aboi¥0in HR@10. NDCG is also higher over all models compared

to the ltems-Only baseline, but the improvements are slightly smaller than those observed for the respective HR. For
example, NDCG@10 for BERT4Rec has increaséilifiyand SASRec, which has the highest improvement of the other
models, by0d"47. But in general, all models are able to leverage the additional information in the non-item pages and
increase their performance over all metrics.

Using page embeddings (PE) of the attributes instead gives very similar results for LightSANs, NARM and SASRec,
with less than0"04di erence in HR@10 compared to the CPID embedding. For GRU4Rec we see a slight improvement
with PE. For CASER and CORE the metrics are lower when using PE, but overall they still show a substantial increase
in performance compared to the baseline. Notable exceptions are BERT4Rec and NextltNet. Both models can learn from
page embeddings but exhibit a high variance in their performance as the model collapses for some runs. Out of the
ve seeds, three models are collapsing with a performance worse than the baseline. In the case of NextltNet, only one
model is able to reach the performance of the baseline, while the others perform similar to the CPID embedi8iy (
on average). The introduction of page embeddings might make these models more unstable, as we do not see a similar
behavior using CPIDs.

Group-SynDS contains the same information as Prev-SynDS, but in a more condensed form. When using CPID, the
performance is slightly lower, but still very similar to Prev-SynDS for most models, even though the information is less
explicitly given. The big exception here again is BERT4Rec, as the HR@10 reé#6B4svhich is far higher than on
Prev-SynDS and an increase more similar to the other models. On Group-SynDS, we can observe that BERT4Rec is also
able to leverage page embeddings, with even higher performance than with CPIDs and similar performance over all
seeds. For NextltNet, the results are slightly lower than on Prev-SynDS and there is again one collapsing model (on the
same seed as before). For NARM and CASER the setting in Group-SynDS and page embeddings even yields the best
overall performance.

We conclude that all models are capable of utilizing information from non-item pages. The integration of non-item
pages as separate ids yields slightly better results than the integration via attributes (PE) for half of the models, but the
di erences remain relatively small overall. A reason for the better performance could be the relatively small number of
non-item pages ( 1°300, as it might be easier for the models to learn a xed number of ids instead of a more complex
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embedding space. Some models exhibit instabilities with page embeddings, especially BERT4Rec. In contrast to all other
models, this is the only model trained with the cloze tastd], which could be one reason for the di erent behavior.
NextltNet with page embeddings also shows a high variance. While the model overall achieves good results, one speci ¢
seed gives results similar to the baseline. In general using page embeddings has a comparable performance for most
models and is a more exible method, therefore both representations for non-item pages seem to be valid approaches.

We can further observe that some of the baselines perform surprisingly well. While we did not optimize parameters
for any models speci cally, baseline models like GRU4Rec, CASER as a simpler convolution neural network or SASRec
as a transformer based architecture still perform comparably. SASRec gives the best overall results, which is in line
with previous ndings of Fischer et al. [8] for training the model with a cross-entropy loss.

5.3.2 Noise in Non-ltem Pag@#hile our previous experiment indicates that models can prot from additional
information in the form of non-item pages, in a realistic setting more data will introduce additional noise. We therefore
experiment with the Random-(X)-SynDS datasets, which contain di erent levels of noise. In Figure 5 we show the
performance of all models on the datasets ranging from 0% to 100% shu ed non-item pages and the baseline model
using items only for one random see@l1).

While performance naturally drops with increased noise in all models, there are clear di erences in the amount of
noise di erent models can handle and the steepness and curve of the drop.

An obvious outlier is BERT4Rec, as we can see again the model's instability. For page embeddings, only models
with 10% and3(% shu ed pages are improving in performance. For the id based approach, the rst four models of
BERT4Rec perform relatively well. In contrast to this, NextltNet appears more stable with only one exception. The
models trained with highly informative non-item pages can leverage this information with both page embeddings and
id representation. The performance drops in a steep curve Wi shu ed pages are reached, but even with more
noise the models surpass the baseline. The drop with CASER is also of similar steepness, but overall the model achieves
a slightly higher performance. NARM and GRU4Rec show a more linear decline with a sharper drop in performance at
about7®. LightSANs and SASRec even show improved performance 8@tof shu ed non-item pages. CORE is in
between, as CPID and PE embeddings perform quite di erently.

We can also observe di erences between models with page embeddings and CPIDs. For CASER and CORE the
integration with page ids performs better. We can explain this behavior for CORE, as the model explicitly links encoding
and decoding for the items, which our page embedding will most likely interfere with. For LightSANs and SASRec
CPIDs perform better with more noise. The other results are mixed, but for GRU4Rec page embeddings are performing
slightly better.

Overall, we can see that all models are able to handle a reasonable amount of noisy non-item pages. For most models
the added noise even has no negative impact, as the performance is still similar to the items-only baseline. In a more
realistic setting, non-item pages would be selected avoiding such high levels of noise. Therefore we would not expect a
decrease in performance from non-item pages. The complete results are reported in Table 8 for CPID and Table 7 for
page embeddings.

5.3.3 Visualizing items and non-items in the embedding psiog. non-item pages in our models can have a high
impact on performance. To gain some understanding of the changes happening, we take a look at the item embeddings,
as the item embedding layer is where we include non-item pages. We visualize the item embeddings with 2NE [
exemplary in Figure 6 for one seed. To make patterns more visible, we exemplary highlight movies containing the

genres Comedy and Drama . We also add the average of all Comedy|Drama movies and highlight the non-item page
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Fig. 5. HR@10 for all models on Rand-SynDS with seed 212 on datasets a growing percentage of shu led Non-ltem-Pages and the
baseline utilizing items only.
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(a) SASRec for the Items-Only baseline. (b) SASRec with content-based page IDs for non-item pages.

(c) SASRec with genre based page embeddings for non-item page. GRU4Rec with genre based page embeddings for non-item
pages.

Fig. 6. t-SNE visualization of item embedding space of di erent model variants on SynDS and Prev-SynDS with highlighted movies
containing the genres Comedy, Drama.

representations. In case of page embeddings we display the generic non-item page embedding and add the respective
genre embeddings.
While the visualization of the baseline version of SASRec shows only few distinctive structures, elpakdike

structure on the top left corner, the item embeddings of SASRec with both CPID and page embeddings reveal clearer
Manuscript submitted to ACM
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