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Abstract. Predicting the evolution of physical systems governed by
PDEs from sparse, irregular observations remains a major challenge.
While most data-driven methods focus on dense, grid-structured data,
real-world applications often involve limited, noisy measurements. We
extend the DynaBench benchmark to evaluate fourteen modern mod-
els—including neural operators and graph-based methods—across mul-
tiple PDEs, spatial resolutions, and observation patterns. Our study re-
veals how sparsity and spatial structure affect model performance in
low-data regimes. All code and resources are publicly released to sup-
port reproducibility and future work.
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1 Introduction

Understanding and predicting the temporal evolution of physical systems gov-
erned by partial differential equations (PDEs) is a central challenge at the in-
tersection of machine learning and computational physics. Accurate modeling
is essential in domains such as climate and weather forecasting [27126]16], fluid
dynamics [2II35l9], and material science [3I10]. Traditional numerical solvers
can approximate solutions with dense initial and boundary conditions, but real-
world applications often rely on sparse, noisy observations at irregular, non-
grid locations [6]. Most data-driven approaches still target high-resolution, grid-
structured datasets with uniformly sampled inputs [I5[I827].

In contrast, relatively little attention has been paid to the low-data regime,
particularly when observations are both spatially sparse and irregularly dis-
tributed. In some domains—most notably weather and climate modeling—graph
neural networks have shown promise in forecasting physical systems from densely
sampled data across arbitrary spatial locations [16]. However, only a few recent
studies have addressed challenges from sparse observations [6l22], and these gen-
erally lack systematic evaluation of diverse model classes across different observa-
tion densities and spatial configurations. The DynaBench benchmark [6] provides
a valuable initial step, evaluating several deep learning models for six physical
systems in a low-resolution setting, comparing grid-based and non-uniform ob-
servation methods. Yet, the benchmark is limited to a small set of architectures,
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Fig. 1: We evaluate fourteen different deep learning models suited for forecasting
spatiotemporal physical systems (1) on six distinct physical systems described
by partial differential equations (2) using four different resolutions (only three
depicted) and two distinct patterns (grid vs non-grid) of observation points (3).
We use the DynaBench benchmark suit for our experiments.

most notably not including neural operators, and assesses performance at only
one spatial resolution. Significant questions remain about how model perfor-
mance varies across data regimes and observation patterns.

In this work, we present a benchmark study evaluating modern machine
learning models’ ability to capture the temporal evolution of physical systems
from limited, irregularly spaced observations. We focus on scenarios where dy-
namics are governed by well-known PDEs—such as the Burgers’, wave, and
advection equations—while data is spatially sparse and irregularly sampled. To
this end, we use the DynaBench dataset, extending evaluation to four spatial
resolutions and two spatial structures (grid and non-grid). Using this setup, we
systematically assess the performance of fourteen diverse models on the task of
predicting physical system dynamics under challenging low-data conditions.

Our contributions can be summarized as follows:

1. We extend the existing DynaBench benchmark by evaluating physical dy-
namics learning across multiple PDEs, resolutions, and spatial structures
with sparse, irregular observations.

2. We evaluate fourteen state-of-the-art models, including neural operators and
graph-based methods, on low-data forecasting tasks.

3. We analyze how observation sparsity and spatial configuration affect model
performance and robustness.

4. We release all codeﬂ evaluation toolsEl, and model implementations to sup-
port reproducibility and future research.

! Available at https://professor-x.de/low_data_benchmark
2 Dataset available at https://dynabench.github.io/
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2 Related Work

Machine learning methods have become increasingly popular for modeling physi-
cal systems, particularly those governed by partial differential equations (PDEs).
These approaches offer promising alternatives or complements to traditional nu-
merical solvers, especially in scenarios with noisy observations or partially known
physics. In response, several benchmarking efforts have emerged to standardize
the evaluation of deep learning models in scientific and spatiotemporal forecast-
ing tasks.

PDEBench [30] is a widely used benchmark for learning time-dependent
PDEs from data. It includes a broad suite of equations and simulation settings,
providing high-resolution datasets generated via numerical solvers. However, it
assumes full access to grid-level fields and is therefore unsuitable for sparse or
irregular data scenarios. LagrangeBench [31] is a physics simulation benchmark,
which focuses on Lagrangian particle systems rather than field-based PDE mod-
eling and emphasizes high-resolution simulations rather than sparse measure-
ment settings. CFDBench [24] addresses generalization in fluid dynamics by
evaluating models across varying PDE parameters, boundary conditions, and
geometries. While valuable for understanding robustness to physical variations,
CFDBench also relies on high-resolution grid-like features and is not designed for
sparse or irregularly sampled input data. Graph Mesh Benchmark [2] provides
steady-state airflow simulations over airfoils, formatted as graphs derived from
CFD meshes. Although it highlights the utility of geometric deep learning for
mesh-based simulations, its focus is on steady-state prediction under fixed condi-
tions, with limited relevance to time-evolving systems or sparse dynamic obser-
vations. Large-Scale Fluid Benchmark [12] targets incompressible Navier-Stokes
simulations. However, it primarily supports evaluating discretization schemes
and lacks the diversity, scale, or sparse data settings needed for training modern
ML surrogates under real-world constraints. In contrast to these high-resolution
benchmarks, DynaBench [6] is the only existing benchmark specifically designed
for evaluating model performance in the low-data regime. It features six PDE-
based systems and emphasizes forecasting from sparse, irregularly distributed
observations without access to full grid-level information. While DynaBench in-
cludes graph-based and point-cloud models suited for this task, it evaluates only
a limited set of architectures and does so only at a single spatial resolution.

Machine learning approaches to PDEs can be broadly categorized into two
types: models that solve individual PDE instances, and operator learning meth-
ods that learn mappings between function spaces. Our work focuses on the latter,
targeting the learning of solution operators that map the state at a given time
t to the state of the physical system at state ¢ + 1. Several neural operator ar-
chitectures have been developed, differing in how they represent or discretize
function spaces. Key examples include the DeepONet [23], which uses differ-
ent representations for value and location spaces (branch and trunc networks);
the Fourier Neural Operator (FNO) [I8], which performs calculations in Fourier
space using FFT, requiring functions on a uniform grid in real space; and Graph
Neural Operators (GNOs [I9] and MGNOs [20]), which use pointwise values
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as nodes of graphs. A comprehensive review by Kovachki et al. [I5] compares
various neural operator architectures and highlights the strong performance of
the FNO in a range of PDE systems. Based on these findings, we consider the
FNO as our primary operator learning model for the benchmark. A key limita-
tion of the original FNO is its reliance on uniformly spaced input data, which
restricts its applicability in settings with irregular spatial sampling. To address
this issue, Lingsch et al. [22] introduce the non-uniform Fourier Neural Opera-
tor (GeoFNO), a variant that extends the FNO to non-uniform input grids by
substituting FFT with a direct calculation of the Fourier transform. GeoFNO
achieves comparable accuracy to the original FNO on structured domains while
offering improved computational efficiency and flexibility in handling irregular
geometries.

3 Benchmark Setup

In this section, we describe the experimental setup for benchmarking the se-
lected architectures on the Dynabench dataset [6]. We include the architectures
included in the original Dynabench benchmark [6] and extend them with impact-
ful models from the field of predictive learning and learning from sparse data in
recent years.

We consider models that allow learning from point cloud structured data, as
well as models that require a 2D grid structure. Models that are classified as
cloud or graph models do not require the grid structure and use the coordinates
and associated features at these points as input. Graph neural networks require
more structure in the form of edges between points. The edges may be predefined
or chosen to connect certain nodes during runtime, e.g., using a KNN algorithm.
An overview of the models with their respective domains can be seen in Table [}

3.1 Dynabench Dataset

The Dynabench dataset consists of six equations in four resolutions in either a
grid or cloud structure. The six PDEs in the dataset are the Advection (A), Burg-
ers’ (B), Gas-Dynamics (GD), Kuramoto—Sivashinsky (KS), Reaction-Diffusion
(RD), and Wave (W) equations. The four resolutions are comprised of low with
K = 225 points, medium with K = 484 points, high with K = 900 points, and
full with K = 4096 points. Note that the square root of the individual number
of points (15, 22, 30 and 64 respectively) determines the grid size in the case of
grid-structured data. The full resolution contains the original points that were
used during the numerical simulation of each equation and, therefore, is only
available in the grid structure. All other resolutions are a subset of the full res-
olution points. In the case of grid data, the sampled points are again aligned in
a grid; for the cloud structure, the points are sampled randomly. The locations
are consistent within one evolution trajectory.

For models working on arbitrary structured data (point cloud and graph) we
additionally transform each grid dataset to a cloud structure, by flattening the
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Table 1: Evaluated models with the respective domain the model expects and the
type of architecture. The domain is the type of data that can be used for training
the respective model. Grid models require a uniform grid of observations, cloud
models expect the data to be in a data structure with features and coordinates
for each point, and graph models require an underlying graph structure. Models
in bold have not been included in the original Dynabench benchmark [6].

Model Domain Architecure  Citation Year
CNN grid grid Lecun, Y. et al. [I7] 1998
ResNet grid grid He, K. et al. [I1] 2015
FNO grid grid Li, Z. et al. [1§] 2020
NeuralPDE  grid grid Dulny, A. et al. [5] 2022
GrINd arbitrary  cloud Dulny, A., et al. [4] 2024
PTIvl arbitrary  cloud Zhao, H. et al. [37] 2021
PTv3 arbitrary  cloud Wu, X. et al. [34] 2024
GeoFNO arbitrary  cloud Lingsch, L. et al. [22] 2023
PointNet arbitrary  graph Qi, C.R. et al. |28] 2017
PointGNN arbitrary  graph Shi, W. et al. [29] 2020
GraphPDE  arbitrary  graph Iakovlev, V. et al. [13] 2021
GAT arbitrary  graph Velickovi¢, P. et al. [32] 2018
GCN arbitrary ~ graph Kipf, T. et al. [14] 2017
FeaStNet arbitrary  graph Verma, N. et al. [33] 2018

grid. This allows directly controlling and evaluating the influence of the under-
lying data structure versus the model architecture. Additionally, for all models
using cloud structured data we calculate the graph using k-nearest neighbors.

3.2 Models

We evaluate the models listed in Table [1}in all possible domains. As mentioned
before all models working on arbitrary domains can be trained on both grid
and cloud data by flattening the grid. Some architectures, such as Convolutional
Neural Networks (CNNs) [I7] and Residual Networks (ResNets) [11], are well
established and may be used as a baseline comparison.

Fourier Neural Operator. Fourier Neural Operators (FNOs) [18] are a
class of models designed to learn mappings between function spaces, particu-
larly for solving partial differential equations. By operating in the Fourier do-
main, FNOs capture global dependencies efficiently, enabling fast and accurate
predictions of complex physical systems. As mentioned in Section [2] we select
the FNO architecture rather than any other Neural Operator model, as it has
shown best performance before [15]. Lingsch et al. [22] extend FNOs to arbitrary
structured data, which we denote as GeoFNO.

Graph Neural Networks (GNNs). This class of models includes Graph
Convolutional Networks (GCN) [I4], Graph Attention Networks (GAT) [32],
FeaStNet [33], PointNet [28], PointGNN [29], and GraphPDE [I3]. Leveraging
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the intrinsic structure of graphs, these models employ local operations, such as
neighborhood aggregation, to iteratively update node representations. Following
the model selection from the original Dynabench benchmark [6], we include them
in our experiments.

Point Transformer. The Point Transformer (PT) architecture was origi-
nally developed for point cloud processing [37]. It extends the Transformer frame-
work to irregular 3D point sets, employing self-attention mechanisms combined
with geometric priors to capture both local and global context. This enables
effective learning of spatial relationships for tasks such as segmentation and
classification. Point Transformer Version 3 (PTv3) [34] prioritizes efficiency over
accuracy, allowing for significant scalability.

NeuralPDE and GrINd. The NeuralPDE [5] is a model that combines the
CNN architecture and the method of lines to model arbitrarily complex PDEs.
The model is limited to data sampled on a discrete spatial grid. To overcome
this limitation, the GrINd model [4] that combines a Fourier interpolation layer
with a NeuralPDE is used.

All models are implemented in PyTorch, utilizing PyTorch Lightning [7] to
provide a simple training and testing interface for all models. Additionally, all
graph models are implemented using PyTorch-Geometric [8]. The configuration
of each experiment is done using Hydra [36] a framework for the configuration
of complex applications in Python. This enables us to have an efficient training
and evaluation pipeline independent of the model and dataset within Dynabench.
The code is open-source and available online.

3.3 Evaluation Scheme

We evaluate all models across every combination of supported equations, resolu-
tions, and domains. Specifically, each model is assessed at all four resolutions for
all six equations within the grid domain, and, where applicable, on the cloud-
structured data. Models for which the domain is not relevant are marked as
having an arbitrary domain in Table 1] We closely follow the evaluation scheme
that was used in [6].

For fairer comparison, we choose to keep the number of trainable parameters
around 2 million for all models. An overview of the parameters that were chosen
for each model can be found in the code repositoryﬂ Each model is typically
trained for 10 epochs, using the entire training split of the dataset in each epoch,
and is subsequently evaluated on the complete test split. The only exception is
the GrINd model, where the training for 10 epochs was not feasible due to a
high computational cost of the model and therefore reduced to 3 epochs. During
training, the task is to learn the one-step temporal evolution (rollout R = 1) of
the PDE given a certain initial condition. The input for the models is an H-step
lookback of the system state (the previous H states). The additional lookback
steps are concatenated along the feature dimension. We choose to include H = 4

3 https://professor-x.de/low_data_benchmark
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past states of the physical system. We train all models by minimizing the mean
squared error (MSE):

minEfmg (Xef|[Xeal] - [ Xe-m) - Xipa)? (1)

where X141, X¢, X¢—1,... describe the states of the system at times ¢t + 1,¢,¢t —
1,... and my is the neural network with trainable parameter ¢.

We evaluate the models on their performance of predicting the next R = 16
temporal steps for an initial condition using the MSE

X 2
E [Xt+R - Xt-i—R} ) (2)

the training time for a single training step, and the inference time during the
evaluation. The prediction of the next steps is done in a closed-loop fashion, such
that the output of the last step is part of the input to the next step.

Xep1 =mg (X)|Xeall - |1 X—p41)
Xipo =my (Xt+1||Xt|| e |\Xt—H+2)

Xiys =my (Xt+2||Xt+1|| e |\Xt—H+3) (3)

Xt+R =My (Xt+R71||Xt+R72H cee ||Xt7H+R>

All models are trained with a learning rate of le—3 and Lo-regularization with
weight 1e—6. The batch size is chosen to utilize the given hardware best: low and
medium resolution jobs are generally trained with a batch size of 128 while high
and full jobs with 64 and 32 respectively. We evaluate the model’s best fit during
training, based on the lowest MSE that we measured during validation four times
per epoch. Moreover, we report the MSE for the persistence (Xt+1 = Xt) and
zero (X, 41 = 0) baselines. We utilize two different computational clusters and
therefore have two different types of GPUs that are used. Approximately half of
the experiments are computed on NVIDIA L40 and the other half on NVIDIA
A40 GPUs. We recognize that this makes the comparability of training and
inference time among the models more complicated. However, many experiments
within one resolution or model are consistent.

4 Results

We now evaluate the performance of all models using the inference loss for one
and sixteen prediction steps, similar to [6], and compare the results with the
persistence and zero baseline. Similar to the original DynaBench benchmark
we show the results for the high resolution. In general, similar patterns can be
observed for the 1 and 16 step rollout MSE for the low and medium resolutions
(see the code repositoryﬂ for details).

4 https://professor-x.de/low_data_benchmark
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Table 2: MSE after 1 prediction step for the high resolution. The best per-
forming grid model for each equation has been underlined. Additionally, the best
non-grid model has been underwaved.

model domain A B GD KS RD W%

CNN grid 1.63e—6 1.62e—4 2.54e—3 2.35e—4 1.30e—4 8.75e—4
ResNet grid 4.23e—7 1.44e—4 2.06e—3 2.8le—4 6.02e—5 4.08e—4
FNO grid 1.03e—5 2.2le—4 2.28e—3 1.20e—3 5.86e—5 1.3le—4
NeuralPDE grid 5.26e—7 1.53e—4 2.79e—3 2.49e—4 1.22e—4 6.64e—4
GrINd grid 9.36e—6 1.87e—2 6.82e—2 4.77e—1 2.0le—1 2.40e—3
PTvl grid 3.98¢—5 6.09e—4 4.70e—3 1.05e—3 2.1le—4 4.44e—4
PTv3 grid 1.49e—4 9.35e—4 6.22e—1 8.45e—3 3.77e—4 1.56e—3

GeoFNO grid 3.42e—3 1.72e—3 7.15e—2 8.5le—2 8.43e—2 2.58e—4
PointNet grid 1.00 1.00 9.99e—1 1.00 9.99e—1 1.00

PointGNN  grid 2.12e—4 4.80e—3 1.86e—1 1.00e—2 1.24e—4 2.56e—3
GraphPDE grid 1.90e—5 4.65e—3 6.0le—2 1.27e—3 [7.36e—5 1.72e—3

GAT grid 1.52e—3 1.69e—3 2.57e—2 5.84e—2 1.24e—2 3.84e—3
GCN grid 4.23e—3 1.40e—2 T7.1le—2 4.63e—1 1.97e—1 1.20e—2
FeaStNet grid 6.23e—5 6.75e—4 1.13e—2 2.30e—3 2.67e—4 9.04e—4
GrINd cloud 7.18e—6 1.76e—2 6.94e—2 4.35e—1 1.83e—1 2.03e—3
PTvl cloud 4.99e—4 1.13e—3 8.09e—3 4.42e—3 1.0le—4 5.58¢—4
PTv3 cloud 4.38¢e—3 7.63e—2 1.69e—2 4.05e—3 1.98e—4 1.18e—3

GeoFNO cloud 4.78e—4 1.94e—3 1.46e—2 1.24e—1 1.46e—1 1.15e—3
PointNet cloud 1.00 1.00 9.98e—1 1.00 9.99e—1 1.00

PointGNN  cloud 2.03e—4 5.29¢—3 2.03e—1 1.0le—2 1.5le—4 2.51e—3
GraphPDE cloud 3.12e—5 1.68e—3 7.34e—2 3.69e—3 8.43e=5 1.5le—3
GAT cloud 8.85e—3 5.02e—3 7.18¢e—2 1.19¢e—1 1.16e—2 1.33e—2
GCN cloud 1.45e—2 2.95e—2 1.2le—1 5.00e—1 2.74e—1 3.82e—2
FeaStNet cloud 1.26e—4 1.80e—3 2.41e—2 3.86e—3 3.56e—4 1.48e—3

persistence baseline 8.19e—2 1.03e—2 3.1le—1 9.23e—2 1.14e—1 1.45e—1
Z€ero baseline 1.00 1.00 9.98¢e—1 1.00 9.99e—1 1.00

4.1 Performance Evaluation for high Resolution

In Table [2] the MSE after a single prediction step in the high resolution can be
seen. The models are evaluated in the specified domain (grid or cloud) for the
given equations abbreviated by the capital letters introduced in Section We
use color coding to mark the relative rank of each model, for easier comparison.
The |dark green color marks the best performing model, and the 'dark red the
worst performing one. Note that the zero baseline consistently has an MSE of 1
due to the normalization of the dataset.

Models in the grid domain, such as CNN, ResNet, and FNO, outperform all
other models in the cloud domain, achieving several orders of magnitude lower
MSE. Models working directly on grid-structured data do not have to learn
the spatial relationships between locations explicitly. We hypothesize that this



Evaluating Spatiotemporal Prediction Models in a Low-Data Regime. 9

Table 3: MSE after 16 prediction steps for the high resolution. The best
performing grid model for each equation has been underlined. Additionally, the
best non-grid model has been underwaved. Models with an MSE higher than 2
are marked as divergent (div).

model domain A B GD KS RD \W%

CNN grid 9.44e—5 2.80e—2 1.86e—1 5.7le—1 5.80e—2 7.21e—2
ResNet grid 3.08e—5 1.74e—2 1.56e—1 5.63e—1 2.69e—2 3.79e—2
FNO grid 1.50e—3 3.73e—2 9.42e—2 1.13 8.80e—2 4.74e—3
NeuralPDE  grid 2.70e—5 2.55e—2 2.02e—1 6.62e—1 4.99e—2 6.62e—2
GrINd grid 2.75e—2 1.06e—1 5.38¢e—1 1.48 1.67e—1 1.51le—1
PTvl grid 9.20e—1 4.07e—1 4.14e—1 1.34 6.53e—1 7.85e—1
PTv3 grid div 1.73 div 1.94 6.19e—1 div
GeoFNO grid 8.62e—1 1.99e—1 div div div 1.07e—2

PointNet grid 1.00 1.00 9.99e—1 1.00 1.00 1.00
PointGNN  grid 1.25 7.28e—1 1.29 1.22 6.79e—1 1.18
GraphpPDE grid 7.15e—1 3.08e—1 8.79e—1 1.56 8.95e—2 9.28e—1

GAT grid 9.53e—1 div div div div div

GCN grid div 1.54 div div 1.19 div

FeaStNet grid div 1.4le—1 8.07e—1 1.60 1.38e—1 2.37e—1
GrINd cloud 6.58e—3 1.18e—1 3.02e—1 1.35 1.92e—1 1.34e—1
PTvl cloud 8.13e—1 3.28e—1 4.62e—1 1.27 2.72e—1 6.38e—1
PTv3 cloud div div 5.11le—1 1.25 1.75e—1 8.10e—1
GeoFNO cloud 6.44e—3 2.63e—1 1.93e—1 div div 5.36e—2

PointNet cloud 1.00 1.00 9.98e—1 1.00 1.00 1.00
PointGNN cloud 1.21 3.2le—1 1.15 1.12 2.73e—1 1.29
GraphPDE  cloud 5.03e—1 1.91e—1 9.96e—1 1.79 1.10e—1 9.08e—1
GAT cloud 1.16 6.20e—1 1.94 1.80 1.19 div
GCN cloud div 9.7le—1 1.67 1.27 1.02 1.35
FeaStNet cloud 1.07 2.50e—1 5.93e—1 1.63 2.08e—1 5.42e—1

persistence  baseline 2.39 3.47e—1 1.84 1.85 1.58 2.33
Zero baseline 1.00 1.00 9.98¢—1 1.00 1.00 1.00

allows the grid models to allocate more learning capacity toward forecasting
the system’s dynamics, thereby making the task comparatively easier. Further,
the Point Transformer version 1 (PTv1) outperforms other models in the cloud
domain for three equations (Burgers, Gas-Dynamics, and Wave) and has only a
marginally higher MSE than the best-performing models for the other equations.
In general, the complexity of the equation directly influences the performance
of the models (c.f. the Advection equation, a single linear PDE and the Gas-
Dynamics equation, a system of four non-linear PDEs).

In Table [3] the MSE after sixteen prediction steps in the high resolution
can be seen. Models are marked as divergent (div) if the MSE is above the
threshold of 2. Again, models that require the grid domain perform far better
than all other models, indicated by the green color. For the cloud-structured
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Fig.2: Comparison of the performance of arbitrary domain models on grid and
cloud structured data as measured by the error after 16 rollout steps on the high
resolution. The results show that these types of models perform better on cloud
structured data on average. GeoFNO has been excluded, as it diverges for 3 out
of the 6 equations.

data, the GeoFNO performs very well in the Advection, Gas-Dynamics, and
Wave equations, but diverges for the Kuramoto-Sivashinsky (KS) and Reaction-
Diffusion (RD) equations. Our experiments show that the KS equation proves
to be particularly challenging for the arbitrary domain models, as none of them
achieves a lower MSE than the zero baseline. Interestingly, several models (i.e.
GCN, GrINd) that were tested both in the cloud and the grid domain show
better performance in the cloud domain (Figure [2)).

In Figure [3] the MSE for the temporal evolution for each model in the grid
and cloud domains can be seen. It shows the MSE for the Advection equation,
where the MSE slowly increases with the number of steps for grid-based models.
Most arbitrary domain models converge towards 1 with increasing number of
steps, with the exception of GrINd and GeoFNO.

4.2 Influence of Resolution

We summarize the results for different resolutions of the data in Table @ The
mean rank over all resolutions gives a global rank over all parameters for each
model. The highest ranks are occupied by ResNet and other grid-based models.
Moreover, the GrINd, PTv1l, and GraphPDE models show promising results in
both the grid and cloud domains. In Figure [d] the median MSE for the models
is shown. The median MSE is computed over all equations and domains for a
single resolution. The left plot generally shows that higher resolution leads to a
lower one-step MSE and therefore better model performance. However, for the
16-step median MSE, this behavior cannot be observed.
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Test Loss vs. Number of Steps for A Equation
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Fig. 3: Rollout MSE for the Advection (A) equation in the high resolution. Mod-
els are marked with a color, while the domain can be differentiated with the
symbol (grid: B and cloud: *).

5 Discussion

In the previous section, we presented the results of our benchmark experiments
on the DynaBench dataset, analyzing the performance of various models across
different resolutions, domains, and rollout lengths. Several key insights emerge
from our evaluation.

First, we observe a strong influence of resolution on model performance for
short-term predictions. For one-step prediction tasks, all models—regardless of
architecture or domain—Dbenefit from increased resolution, achieving lower mean
squared error (MSE). However, this trend does not extend to longer rollouts.
For sixteen-step predictions, cloud-based models exhibit significantly less stable
behavior, often converging toward the zero baseline or diverging entirely. This
suggests that unstructured data poses greater challenges for capturing long-
term dynamics, potentially due to limitations in how these models represent
spatial relationships. Grid-based models, by contrast, show decreasing MSE up
to the high resolution. Interestingly, performance slightly deteriorates at the full
resolution, implying that the chosen model capacity is not sufficient to learn the
long term behavior of the systems. We hypothesize that selecting larger model
architectures may mitigate this problem.

Regarding model architecture, grid-based models consistently outperform
their cloud-based counterparts across all resolutions and equations. This advan-
tage likely stems from the structured nature of the input data, which removes
the need for these models to learn the spatial relationship between observation
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Fig.4: Median MSE for all four resolutions for each model for single-step (left)
and sixteen-step prediction (right). The Median is computed over all equations
and domains within one resolution.

points. This effect is particularly evident in the case of the GrINd model, which
interpolates irregularly spaced observations onto a regular grid to leverage a
grid-based backbone. As a result, GrINd outperforms all other models operating
on cloud-structured data and even rivals state-of-the-art grid-native models.

Interestingly, the structure of the input data—whether grid or cloud—has
only a limited effect on one-step prediction performance. Models tested in both
domains achieve comparable accuracy for short rollouts. However, for longer
rollouts, cloud-structured input leads to marginally better performance for some
arbitrary-domain models. This counterintuitive result suggests that certain ar-
chitectures designed for unstructured data may be better able to exploit scat-
tered information, such as local spatial gradients, to infer more stable long-term
dynamics. While this effect is modest, it highlights the potential for future mod-
els to more effectively leverage the flexibility of cloud-based representations.

Finally, in terms of rollout stability, only grid-based models consistently pro-
duce stable long-term predictions. This includes GrINd, which, although operat-
ing on cloud data, ultimately applies a grid-based prediction model. Arbitrary-
domain models generally fail to maintain predictive stability beyond a few steps,
with many diverging or reverting to the baseline. This underscores the ongo-
ing difficulty of learning reliable temporal evolution in unstructured domains
with sparse observations, especially when training does not explicitly incorpo-
rate multi-step objectives.

Taken together, these findings emphasize the strengths of structured data rep-
resentations and grid-based architectures for modeling spatiotemporal dynamics,
while also pointing to opportunities for innovation in learning from irregular or
unstructured data.
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Table 4: This table displays the average rank (value between 0 and 25) of each
model across all equations and resolutions for sixteen prediction steps. Ad-
ditionally, the models are sorted by the mean rank across low, medium, and high
resolutions.

model domain low medium high mean full
ResNet grid 2.2 0.8 0.7 1.2 0.7
NeuralPDE grid 4.8 1.7 2.0 2.8 1.7
CNN grid 5.2 23 23 3.3 2.2
FNO grid 4.5 3.2 2.7 3.4 23
GrINd cloud 7.0 73 7.2 7.2 -
GrINd grid 6.0 9.0 7.8 76 5.2
GraphPDE grid 8.5 11.2 10.7 10.1 9.3
GraphPDE cloud 8.7 11.3 10.5 10.2 -
FeaStNet grid 9.5 10.8 11.8 10.7 7.3
PTvl cloud 11.3 11.2 10.2 10.9 -
GeoFNO grid 9.7 9.3 155 11,5 7.3
PTvl grid 12.7 11.2 11.5 11.8 7.2

FeaStNet cloud 12.2 13.2 11.8 124 -
GeoFNO cloud 15.8 12.0 11.5 13.1 -
Zero baseline 13.2 12.8 13.8 13.3 8.5
PointGNN  cloud 12.5 13.8 14.0 134 -
PointNet cloud 12.8 13.0 14.5 134 -
PointNet grid 13.2 13.5 14.7 13.8 8.5

PTv3 cloud 14.8 145 14.0 144 -
PointGNN  grid 13.5 15.0 15.8 14.8 11.2
GCN cloud 17.5 22.0 17.7 19.1 -
persistence baseline 19.8 19.7 20.2 19.9 11.5
GAT cloud 22.2 21.0 19.2 20.8 -
PTv3 grid 21.8 20.8 20.3 21.0 9.0
GAT grid 23.2 20.8 21.3 21.8 13.2
GCN grid 22.2 23.3 23.3 229 14.0

6 Conclusions

In this work, we have evaluated fourteen models on the entire DynaBench bench-
mark dataset. Our benchmark focuses on learning from low-resolution, sparse,
and scattered data. The models were chosen based on their impact on current
research developments and represent the major research fields, such as GNNs,
Transformers, and Neural Operators. Our results show that grid-based models
consistently outperform cloud-based ones in a low-data regime, particularly for
long-term predictions, due to their ability to leverage structured spatial infor-
mation. However, certain models designed for unstructured data, such as GrINd
and Point Transformer, show promising performance, suggesting that with ap-
propriate architectural design, cloud-based approaches can approach the effec-
tiveness of grid-based models. In line with findings from weather and climate
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modeling [1I25] our results highlight that achieving stable long-term rollouts is
a difficult task, especially for sparse and scattered, low-resolution data.

Our study also reveals interesting research opportunities for improving the
robustness and generalization of models operating on unstructured data. An
interesting observation is that models that were originally developed for the
grid domain and adapted to the cloud domain, such as GrINd and GeoFNO,
perform well on a variety of different physical systems. Future work could ex-
plore more hybrid architectures that combine the spatial inductive biases of
grid-based models with the flexibility of point-based methods, enabling more
stable long-term predictions in arbitrary domains. Additionally, incorporating
multi-step objectives during training, or leveraging physics-informed constraints,
may enhance rollout stability and accuracy, particularly in data-scarce scenarios.
Finally, scaling model capacity in conjunction with resolution, and developing
adaptive methods that dynamically adjust to data structure and complexity, of-
fer promising directions for further improving performance across a wide range
of spatiotemporal forecasting tasks.
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the German Federal Ministry of Education and Research under the grant number
16DKWNO0099B (MAGNET4Cardiac7T). The responsibility for the content of this
publication lies with the authors.
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